GAUSSIAN PROCESSES

0. DEFINITIONS AND OVERVIEW

DThis course is on Gaussian processes. Our aim is to understand what makes Gaussians special, i.e.
why do they appear so widely and what makes them easier to study. We will both meet properties
that seem special, but are actually shared by a larger family of models, but also properties that
really are special to Gaussians.

Definition 0.1 (Gaussian random variable). A real-valued random variable X is called Gaussian,
if there exist m € R, 0 > 0 such that the density of X w.r.t the Lebesgue measure dx is given by
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We will denote the law of X by N(m,o?). The law N(0,1) is called the standard normal or standard
Gaussian law.

Equivalently we can characterize the law of a random variable via its characteristic function
(why?). It is an exercise to show that if X ~ N(m,o?), then

2 2
Eexp(iAX) = exp (i)\m 2 20 > .

Similarly, there are several ways to define Gaussian random vectors in R™.

Definition 0.2 (Gaussian random variable). A R"-valued random variable X = (X1,...,X,) is
called Gaussian, if for any non-zero X = (A1,...,\p,) € R™ the inner product (A, X) := > 1| N X;
is a Gaussian random variable.

We denote the Gaussian law of R™ by N(M,%?), where M = EX and ¥%(i,j) = EX;X;. If
M =0 and X2 =1d,,, we call the vector a standard Gaussian on R™.

The following lemma giving 3 more equivalent ways of defining Gaussian vectors will be on the
exercise sheet.

Lemma 0.3 (Equivalent definitions of a Gaussian vector). Show that X is a Gaussian vector if and
only if
(1) There exist a n X n matric A of rank n, and_a vector Mjuch that if Y is a vector of n
independent Gaussian random variables, then X = AY + M almost surely. o
(2) There is a symmetric positive definite matriz D and a vector M such that that density of X
w.r.t. the Lebesque measure dT on R™ is given by W exp (—%(f —~M)'D(z — M))

(3) There is a symmetric positive definite matriz C and a vector M such that for all vectors

A € R, we have that Eexp((\, X)) = exp ((X, M) + %XTC'X).

Remark 0.4. Sometimes it’s useful to also include degenerate Gaussians, meaning the case where
det(D) =0 (i.e. 0 =0 in the 1D case). In this case the Gaussian vector lives actually in a smaller
dimensional subspace, in the 1D case it would be a 0-dimensional subspace, i.e. a single point. We
will be pretty free about this, and include this degenerate setting when it makes things easier to state.

Iplease let me know if you meet any typos or unclarities!
1



Finally, a Gaussian process is nothing else than a collection of random variables, now indexed by
any set, such that the joint law of any finite number of them is Gaussian.

Definition 0.5 (Gaussian process). Let I be any index set. Then a collection of random variables
(Xy)ier defined on the same probability space is called a Gaussian process if for any finite subset

(i1, ..

,in) we have that X := (X (i1),..., X (in)) s a Gaussian vector.

I have left aside a fundamental, quasi-philosophical question - do Gaussians exist? They do exist
in the rigorous framework of probability theory, and I let you ponder upon it on the example sheet.

0.1. Overview. Here is the optimistic plan for the course. Depending on your interests and time
we might treat on or other example in more or less detail.

(1)

Basic properties and characterizations of Gaussians: we will look at special-(looking) prop-
erties of the Gaussian law, and try to see in which cases they uniquely characterize this
law. We will for example look at the symmetries of the Gaussian law, the stability (sum
of independent Gaussians is again a Gaussian), infinite divisibility (a Gaussian can be writ-
ten as a sum of n independent Gaussians for any n > 1), the maximum entropy property
of Gaussians among a class of distributions, the Stein’s equation (an integration by parts
formula)...etc

Central limit theorem (CLT): we will consider three proofs of CLT that explain it from
slightly different angles: one by Lindeberg’s swapping trick (we swap step by step the indi-
vidual variables), one by using the fact that Gaussian has the maximum entropy, and one by
Stein’s method. We will discuss rates of convergence, extensions to dependent random vari-
ables and to higher-dimensional settings. We will try to look at some interesting examples
to illustrate all this (infinite width neural networks and spin systems).

Linear nature of Gaussians in R™: we will dig a bit deeper into the interplay between
Gaussian measures and linear algebra. In particular we will see that in the case of Gaus-
sians there is a bit of magic going on: marginal and conditional distributions will still be
Gaussians! We will also discuss the shifting properties of Gaussians and look into absolute
continuity considerations. As examples we talk a tiny bit about Gaussian linear regression,
and more about Gaussian fields (height functions) stemming from natural Markov chains
(called Gaussian free fields).

Suprema of Gaussian processes: we will start by looking at the behaviour of high-dimensional
Gaussians, and show that in a precise sense the standard Gaussian on R™ and the uniform
measure on the sphere of radius y/n become basically the same as n — oo. Moreover,
both of them arein fact concentrated tightly around an equator of the sphere (this is called
concentration of measure). From this we deduce a surprising fact about the suprema of a
Gaussian process - its fluctuations about its mean have Gaussian tails with variance given
by the maximal variance of individual components! We will also see how to bound the mean
of the supremum. To do this we introduce a metric structure between Gaussians and try to
see the geometry of the Gaussian space. On the way we meet some of important tools in
Gaussian analysis like Gaussian interpolation and Slepian lemma. As applications we plan
to look at Gaussian random matrices and the Johnson-Lindenstrauss lemma.

Gaussian processes on R™: We will then continue to study Gaussian processes indexed by
continuous time R, or continuous space R™. We will revisit Brownian motion and Ornstein-
Uhlenbeck process, trying to unravel the connections to heat equation and stochastic heat
equation. This will give us another look at both the Gaussian interpolation and concen-
tration of measure. We plan to look at Gaussian process regression and Gaussian analytic

functions. With a bit of luck, we also look at Gaussians on general Hilbert spaces.
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inally, if time permits we will try to look into some more interesting examples like Gaussian

6) Finally, if ti it ill try to look int interesting les like G i
polymer model or Random Energy model, and try to consider some statistical physics phe-
nomena studied using Gaussian models like entropic repulsion, chaos or superconcentration.

1. STABLE LAWS AND CLT's

In this section we look at a property of Gaussians shared by a whole family of probability laws,
called stability. We will see the relations between stability and Central limit theorems (CLTs), and
try to understand the place of the Gaussians among these stable laws.

Definition 1.1 (Stable law). A probability law p is said to be strictly stable, if for any n > 1
there is some b, > 0 such that if we take i.i.d random wvariables X1,..., X, ~ u, we have that

byt T X~

P. Levy introduced stable laws in this form, and later they have been slightly generalized: in the
general case, we ask that there are some b, > 0 and a, € R with a, + b,‘L1 Z?Zl X; ~ p. We will
stick to the strictly stable setting and when we are lazy we call them stable laws. Often a different
characterization of stable laws is used and it’s a good exercise to check its equivalence with the
definition above:

Lemma 1.2. p is a (strictly) stable law if and only if for all a > 0,b > 0 there is some ¢ > 0 such
that if X1, Xo ~ p are independent and X ~ u, then aX1 4+ bXg ~ cX.

Proof. On the exercise sheet. The "if" part is pretty direct, the "only if" part needs a bit of
work... g

In this course, the first thing to verify is that we are not going to far from Gaussians:
Claim 1.3. The Gaussian law N(0,02) is strictly stable.

Proof. The easiest way to see this is probably to use the characteristic function: let Xy, Xo,..., X, ~
N(0,02) be independent. Then we can directly calculate the characeteristic function of S, =
>, Xi. Indeed, using independence and then plugging in the characeteristic function of the
Gaussian, we have that

Eexp(i\S,) = (Eexp(irX1))" = exp(—nA20?/2).

Thus we recognize that S, ~ N(0,n) and we see that Gaussian law satisfies the condition of
Definition [L.1] with b, = /n. O

But Gaussians are certainly not the only stable laws:

Claim 1.4. Suppose that X is a random variable with characteristic function E exp(iAX) = exp(—C|A|%)
with a € (0,2] and C > 0, then X has a stable law.

Proof. This is also on the exercise sheet, but the proof is basically the same as before. O

In fact, the family of stable laws is larger than this, but again for our purposes this gives enough
context. Notice that we had a restriction a < 2, although if you go through the proof we don’t
seem to use it. Where is the catch?

Exercise 1.1. Prove that for o > 2 and C > 0, Eexp(iAX) = exp(—C|\|%) cannot be the charac-
teristic function of a real-valued random variable.

It comes out that in fact every stable law is related to a central limit theorem:

Proposition 1.5 (Stable laws and CLTs). A probability law p is (strictly) stable if and only if we
can find i.4.d random variables X1 Xo,... and ¢, > 0 such that cgl Z?:l X, converges in law to .
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Proof. One direction is easy - if p is a stable law, then we can just take X; ~ p for all ¢ > 1 and
¢y = b,. Then as yu is stable, we have that b, ! o Xi ~ p and when we take n — oo, we still
obtain u as a limit.

In the other direction we want to show that if 41 is a limit of a renormalized sum b, ! >°% | X; for
some i.i.d random variables X, then in fact p is a stable law. Thus for every m € N, we want to
show that if Y1,...,Y;, ~ u are independent, then there is some by, > 0 such that b, Yo Y~ op.
So fix such m.

By the assumption, there are i.i.d random variables X1, Xs, ... and ¢, > 0 such that c,, ! Yo X —
w in law. Now consider the sequence only along n = mk for £ > 1 and decompose the sum into

m pieces: for each i = 1...m set S;, = Z;‘:& Xjm+i- Then by the assumptions as & — oo we
have that clzlSm — Y; in law, with ¥; ~ p. Moreover as all S;, are independent, Y7,...,Y,, are
independent and we have that clzl S Sim = Y1+ -+ Yy, But also ¢t Y Sk — pin law.
Thus if we knew that cxc, ' converges to a limit b;,!, then we would have b} > V; ~ pu.

It remains to argue that a, := cc,! should converge to a limit as n — oo. By denoting
W, = clzl Z?:l X;, we can deduce this from a general claim:

Claim 1.6 (*non-examinable*®). Let (ay)n>1 be positive real numbers. Suppose that for some random
variables W,, we have that W, converges in law to a non-trivial random variable X and a, W, also
converges in law to a non-trivial random variable Y. Then also a, converges.

Proof. First of all, notice that a,, has to be bounded and bounded away from zero. Indeed, if a,,, — 0
along some subsequence, then the characteristic function of Eexp(ilay, W, ) would converge to 1
by Dominated Convergence Theorem, and thus the limit of a,W,, would be trivial. Similarly if
ap, — 00, we would have that a,W,, does not converge in law.

Thus a,, has convergent subsequences. Consider such subsequence a,, converging to ag. Then,
again by using pointwise convergence and dominated convergence theorem, we see that E exp(ida,, Wy, )
converges to Eexp(ilapX). As on the other hand a,, W,, also converges to some variable Y, we
have that Eexp(idagX) = Eexp(i\Y') for all A € R. But now if there was a different subsequential
limit bg, we would obtain Eexp(ilag'Y) = Eexp(i\by'Y) for all A € R. This can be rewritten as
Eexp(i\Y) = Eexp(idagby 1Y), which by iterating implies Eexp(iAY') = Eexp(iX(ag/bp)"), which
again converges to 1. Thus as Y is non-trivial we obtain a contradiction. Thus all convergent
subsequences have a unique limit and hence the sequence a,, converges. ]

O

Thus there are many laws and many Central limit theorems, each associated to one of the laws.
Our Gaussian law is one of these laws, and it comes out that it’s a special one:

Proposition 1.7. The Gaussian law is the only stable law with finite variance.

Why should such a statement be true? A first hint comes from the following observation:

Lemma 1.8. If a strictly stable law p has finite variance, then b, = n'/?.

Proof. By the definition of stability, for all n € N there is some b, > 0 such that if X;,..., X, ~pu
are i.i.d, then b, 1 (X7 + -+ + X,,) ~ u. In particular the variance of two sides has to agree. But all
the X; are independent, and hence the variance of their sum is equal to the sum of their variances.
Thus as all X; ~ u, we have that

Var(b, ' (X1 + - + Xy,)) = b, *nVar(u).

As this has to equal Var(u), we deduce that b, = n'/2. O
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Given this it seems reasonable that there would be only one finite variance stable law, indeed
one could hope that the set of equalities in distribution n~/2 Yoy X ~ powith X; ~ piid. could
have only one solution up to scaling. Whereas this is true, proving this is not quite trivial. It can
be done in different ways, but maybe the most natural way is to see it as a consequence of the CLT:

Theorem 1.9 (Central limit theorem). Let X1, Xs,... be i.i.d. random variables of finite variance
0%, Then n= /23" (X; —EX;) converges in law to N(0,02).

The theorem implies the proposition basically in the same way as we obtained CLTs for stable
laws:

Proof of Proposition using CLT. Let pu be a strictly stable law of finite variance. Then we can take
X1,Xo,--- ~ g to be i.i.d. As p is stable and by the lemma just above b, = n'/2, we have that
n=1/2 Sor X~ pfor all n > 1 and in particular these laws converge to p. But by the CLT these
partial sums also converge to the Gaussian law and thus p has to be the Gaussian law. g

Our first method of proof for the CLT is called the Lindeberg exchange principle, and it is rather
directly based on the fact that the Gaussian law is a stable law: if we take Y7,Ya,... to be i.i.d
Gaussians, then as Gaussians are stable and the scaling is the correct one, the limit of n~1/2 > Y
is a Gaussian too. Starting now from general i.i.d. random variables X;, our method of proof is
to swap them one by one for Gaussians Y; of the same mean and variance. By doing so an error
happens at each step, but it comes out that the cumulative error over all steps is in fact negligible!

In statistical physics this type of phenomenon is sometimes called universality: the fine details
of the individual constituents do not matter when looking at a macroscopic property of the system
- in this case the correctly normalized sum.

This key step is encapsulated in the following proposition:

Proposition 1.10 (Lindeberg Exchange Principle). Let Xy, Xo,... be i.i.d. zero mean unit vari-
ance random variables, let Y ~ N(0,1). Define Sy, :=n~/? iy Xi. Then for any 6 > 0, there is
a ng € N so that for all n > ns and for all f : R — R smooth with uniformly bounded derivatives
up to third order, we have that

[Ef(Sn) —Ef(Y)| < 25(sup|f'(z)| + sup |[f"(2)] + sup |f" (z)]).
zeR zeR zeR

Before proving the proposition, let us see how CLT follows from this proposition. In fact there are
many ways to argument this. For example one could just argue that smooth functions of compact
support are dense in the space of continuous functions. Let us here give a very direct argument:

Proof of the CLT:. We have that P(S,, < z) = E(1(g,<s))- Now we can bound 1;g, <, from above
by smooth functions fe that are equal to 1 in (—oo,z] are equal to 0 in [x + €,00) such that the
third derivative is bounded by Ce~3. Thus using the proposition we have that for n large enough

P(S, <) <Ef(X) +6C5e 3.

But now Y ~ N(0,1) has a bounded density and thus Ef.(Y) < P(Y < z) + ce for some ¢ > 0.
Hence

P(S, <) <P(Y <)+ 6Ce 36 + ce.
Now, given & we can choose € = §/4 to get

P(S, < z) <P(Y < )+ C5'/*

for all n large enough. By taking J arbitrarily small, we conclude that limsup, nyP(S, < z) <

P(Y < ). We can similarly prove a lower bound to conclude that lim, . P(S, < z) =P(Y < x)

and the theorem follows. O
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We now prove the proposition. The exchange principle itself would come out a bit nicer if we
assumed bounded third moments, but it’s also nice to see that it mixes together with another tech-
nique called the truncation method. *The examinable part of the proof is the argument assuming
bounded third moments*.

Proof of Lindeberg Exchange Principle: Let Y1,Ys5 ... bei.i.d. standard Gaussians. For k > 1, write

S o Z§;11 Xi + Z?:k Yz
’VL,/{I T n1/2 )

Notice that Sy, n+1 = S, and Sp1 ~ N(0,1). Thus we can write

(1.1) F(Sn) = FOV) = F(Snss1) = f(Sni).
k=1

Our aim will be to control each individual summand. To do this write further

k-1
P - Zi:l Xi + Z?:k-&-l Y
nk T nl/2 ’

where we have omitted the k-th term altogether.
By third-order Taylor’s approximation we can write a.s.

X X? X3
f(Sn,k+1) - f(SPL,k) + anQf/(Sg,k) + T;f//<sg,k) + 67”L3k/2 f”/(xL>7

with z7, between S), 141 and 52 ;. and similarly

Y; Y2 X3
F(Sn) = F(Spp) + nT%f,(Sg,k) + if”(sg,k) + GTf/QfW(fEL)a

We would want to take expectations now and conclude by summing up. Indeed, the two first
moments would then just cancel, because of matching moments of X; and Y, and independence of
S0, from both Yy and Xy, (check that you know how to conclude in this case!). However, a priori
we don’t know that the third moment exists and thus the third order term could cause us problems.

To circumvent this problem we use a truncation method: for § > 0 small, write

Xk = Xk1{|Xk|§6n1/2} + Xk1{|Xk|>6n1/2}'

Denote the first term by )Zk and the second term by Xy .

Now, we will use the exchange principle above for X  instead of X} and control the contribution
of the second terms separately.

So set S, = n~1/2 Py X, Notice that EX), # 0 and E)Af,f # 1, so by the end of telescoping in
with X . instead of X, we are left with

(12)  [Ef(Sn) — F(YV)] < n'/2|sup f'(2)|[EXy| + | sup f(2)[EXE + n~/?|sup f” () |E| X .
z€R z€R z€R

Now observe that E|X,|3 < 0n'/2E|X,|2 = on'/2, as E)Af,f < EX}?. Moreover we claim that:
Claim 1.11. For n large enough |E)Z',3 —1| < 6% and |[EX;| = IEX,~| < on~Y/2.
These two things together imply that the RHS of Equation (1.2]) can be bounded by

8| sup f'(x)| + 6%| sup f” ()| + 6| sup f"(x)|.
z€R rzeR zeR
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Moreover, this claim also helps us deal with the part coming from the tails X . Denote £, =
n=1/2 > p—1 Xk>. Then again by Taylor expansion and the claim

n
[Ef(Sn) = Ef(Sn)| < [sup f'()|[EE,| < |sup f'(z)|n~ "2y [EXp | < [sup f(2)]6.
z€R z€R b1 T€R
Thus we conclude the proposition by proving the claim:

Proof of claim: The first part just comes from the fact that EX? = 1, the fact that TX;C| — | Xk|
and the monotone convergence theorem. Notice that this implies that also E| Xy ~|* < 62. For the
second part, using the fact that EX} = 0, it suffices to show that E|X} | < dn~Y2. But this follows
from the previous part as

nY20E| Xy s | < B[ Xps|? < 62

2. (GAUSSIANS AND ENTROPY

In this section we will discuss the concept of entropy, and see how Gaussians distinguish them-
selves from the entropy point of view. We will also try to revisit the Central Limit Theorem from
this perspective.

Entropy is a rich concept, with origins in thermodynamics and that was (re)introduced by Shan-
non in his 1949 paper “A mathematical theory of communication”. He gave the basic probabilistic
definitions and properties of both discrete and continuous entropies.

2.1. Discrete entropy. Consider a discrete random variable X with outcome space 2. For each
wy € Q, denote p(w;) = P(X =w).

Definition 2.1 (Discrete (Shannon) entropy). For a discrete random variable X with outcome space
Q we define the entropy
H(X):=-Elogop(X) = — Y P(X =uw,)log, P(X = w,).
Wy €N
We also call it the entropy of the probability distribution P.

One can directly check:
Claim 2.2. For the uniform distribution on n points the entropy is H = logyn.

One often thinks of entropy in too steps:

e First, to each outcome w, € 2, we assign a measure of surprise/information content:
—logy p(w;). We like this measure more than just p(w;) just because we feel that the
surprise of two independent events should add up.

e Entropy then gives the average surprise.

Notice that although we defined the discrete entropy for a random variable, it does not depend
on the values of the random variable and it follows directly that

Lemma 2.3. For any real-valued discrete random variable we have that H(X) = H(aX +b).
The reason of choosing the logarithm in the definition, boils down to the following facts:

Lemma 2.4. The entropy is non-negative: H(X) > 0. Moreover, for independent discrete random
variables X,Y, we have that H(X,Y)=H(X)+ H(Y).

Proof. The proof is a direct computation. O



In fact, there are ways to characterise the entropy H defined above as the “natural measure”
of information, when one wants the information of independent events to add up. Shannon used
the following three conditions, but later this has been generalized. This characterisation is up to a
multiplicative constant, which you could think of as a choice in the basis for log. In fact, we will
also often just leave the base out in the notation.

Theorem 2.5 (Characterisation of Shannon entropy). For each n € N, and probabilities p1,...,pp
on a n—state probability space, we consider functions ﬁn (p1, D2, - - -y Pn) with the following properties:
(1) For each fired n € N, H is continuous w.r.t. (P1y---sDn)-
(2) The entropy of the uniform distribution is growing with n: for n > m, H(1/n,...1/n) >
H(l/m,...,1/m).
(8) If some outcome is decomposed into two possibilities, the entropy is a weighted sum: i.e. for
any n € N, and for all probabilities (p1,...,pn, we have that

w7 e 7 DPn Pn+1
Hpi1(p1, - PnoPnt1) = Hu(pr, - P+ Prt1) + (Pn + Prt1) Heo , .
n—+ ( ny Pn+ ) n( n n-+ ) ( n n+ ) (pn+pn+1 Pn + Prit

Then up to a multiplicative constant, ﬁn(pl, ...,Dn) agrees with the entropy H(X) of a random
variable X on {1,...,n} that takes value i with probability p;.

The third condition basically encapsulates the following property of entropy:

Lemma 2.6. We have that H(X,Y) = H(X) + H(Y|X), where H(Y|X) := )., pw:) H(Y|X =
wz) 18 the conditional entropy.

Proof. Let us check this computation. We have that
H(X7Y> = Z p(w$7wy) 10g2p(wx7wy)-
W Wy

Denote by p(wy|w,) the conditional probabilities. Then p(wy,wy) = p(ws)p(wy|w,) and we have
that

H(X,Y)=— Z(p(wx) logy p(wy)) Zp(wy|wm) - Zp(wx) ZP(Wy|Wx) logy p(wy|wsz)-

Wa Wy Wy Wy

But ), p(wylwsz) =1, and thus the claim follows. O
As a simple corollary we also get our first entropy inequality:
Corollary 2.7. We have that H(X,Y) < H(X)+ H(Y) with equality iff X and Y are independent.

Proof. We already saw that the independent case gives an inequality. So it suffices to prove a strict
inequality for all other cases. From the lemma above, we have that H(X,Y) = H(X) + H(Y|X).
So it suffices to show that H(Y|X) < H(Y) whenever X,Y are not independent. To do this first

rewrite

- Zp Wy Zp wy|wm) 10g2p wy|ww Zzp wz wy|wx) 10g2p(wy|wz)>

Wg Wy Wy W

Now, notice that —xlogx is strictly concave on [0, 1]. Thus, as ), p(w;) =1, we can bound

Zp W) [=p(wylws) logy plwylws)]

from above by

- [prp(wyrwm)] log [me)p(wym)] — —plw,) logy p(w,).

Wy Wz
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As the equality holds only if p(wy|w,) is equal for all y, z, the corollary follows. O

A nice way to think about of discrete entropy is in terms of minimal coding of outcomes. Suppose
that we have a random variable X taking values in 2 with || = n. We want to encode each possible
outcome w, of X using a finite word W, of 0-s and 1-s. We want to do this in a way that makes the
word easy to distinguish - in particular we want no word to be a prefix to another word. Moreover,
we would like to do this in a possibly efficient way, in the sense that least possible symbols are
used, when transmitting the message. In particular, this means that for more frequent outcomes we
want to use shorter words. A way to quantify this is to try to minimize the expected length of the
random word Wx. This basically corresponds to the following optimization: we sample i.i.d copies
of X, transmit each time the word corresponding to the outcome of X; and want the average length
of all the codewords sent to be as small as possible.

Theorem 2.8. Let M(X) = miny E|Wx/|, where the minimum is over all sets of permitted code-
words. Then H(X) < M(X) < H(X)+1.

A complete proof would take us a bit too far, but let us still sketch the relation to entropy. The
starting point is the so called Kraft inequality:

Lemma 2.9 (Kraft inequality). For any set of permitted codewords Wry,...,W,, we have that
S 27l <

In fact, as the proof shows the same lemma also holds for a countable selection of words.

Proof. Notice that each set of codewords is encoded by a dyadic tree, where each branching encodes
the choice of 0 or 1. Thus for example the words (0,1), (0,0,1) would be encoded by a tree which
has one branch of length 2 and one of length 3 (be sure to draw!). Notice that the tree has exactly
n leaves and each corresponds to one of the n codewords.

Now think of a simple random walk on this tree starting from the root, taking each possible
outgoing branch with equal probability and staying put as soon as it arrives at a leaf. The probability
¢; that the walk ends on the leaf encoding Wj is at least ¢; > 27IWil - this is the case when at each
step the walk has two possibilities. But now the walk will end up exactly at one of the leaves, and
thus 1 =3¢ > 3,27 Wil as desired. O

It comes out that the theorem now boils down to basically minimizing the sum ) |W;|p(w,)
under the constraint of the Kraft inequality (notice that this is not an immediate statement, see
exercise sheet!). Let us check here that minimizing without the extra constraint of |W,| € N will
give us exactly entropy. Suppose for simplicity that in fact 2-IWel = 1. Denote 1, := |[W,|
Then the minimum of ) y.p(ws) can be found by using Lagrange multipliers. Indeed, consider
Yy, A) =2, yzp(we) + A(D-, 279 —1). Then % = p(wy) — A\27 % log 2, g—ﬁ =) ,27% —1. Thus
at an extrema we have that y, = —logy p(w,) and one can check that this extrema is a global
minimum. Plugging in the values, we see that the value at the minimum is indeed given by the
entropy — »_, p(ws)logy p(wy).

The inequalities in the theorem can be then thought of coming from the extra constraint of
|[W;| € N. In fact a rigorous proof of the theorem would rather just check the inequalities one by
one - you can find clear statements and hints on the exercise sheet.

The other nice fact about entropy is the so-called asymptotic equipartition property: consider
i.i.d. non-trivial discrete random variables X1, Xo, ..., X,, taking values w € €} with positive prob-
ability. Then for each sequence of outcomes (wi,ws,...,w,) we can calculate the probability
P(X; = wi,..., X, = wg). By independence, this is given by I P(X; = w;). These proba-
bilities decay exponentially with n, i.e. are of the form exp(cn) as each of P(X; = w) € (0,1). How
does ¢ > 0 behave? This will clearly depend on the exact sequence (wi,ws,...,wy,), S0 one cannot
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expect an answer in full generality. However, one can determine this exponent for a typical outcomne
sequence and it is given by the entropy of X;:

Theorem 2.10 (Asymptotic equipartition property). Let X1, Xa,... be i.i.d. non-trivial discrete
random variables, taking values w € Q with positive probability. Denote by p(wi,ws,...,wy,) the
probability of the sequence of outcomes (w1,wa,...,wy). Then —%logQ p(X1,...,X,) converges al-
most surely to H(X1).

Proof. We can write
Doy (X X) = LS log, p(X0)
om0 = 3 s X))
1=
But now — log, p(X;) are positive i.i.d random variables with mean H(X;). Thus by the Strong Law
of Large Numbers the sequence 1 3" | —log, p(X;) converges to E — log, p(X1) = H(X1) almost
surely. O

In fact this is a special case of a much more general result describing the increase of entropy
for general stationary ergodic sequences X1, Xo, ..., giving rise to the so-called Shannon-McMillan-
Breiman Theorem.

2.2. Differential entropy. The entropy for continuous random variable with density is often called
differential entropy. It was also defined by Shannon in his 1949 paper:

Definition 2.11 (Differential (Shannon) entropy). Let X be a R— walued random wvariable with
density function p(x). Then the differential Shannon entropy is defined by

H(X) = — /R [p(x) log, p(z)]dz.

We also call it the entropy of the probability distribution with density p(z).
A direct calculation gives:

Claim 2.12. For a Gaussian random variable X ~ N(m,o0?), the differential entropy is given by
3 logy(2ma?e).

By taking o2 small, we see that in particular, differential entropy doesn’t need to be positive. In
fact, differential entropy can be even —oo or co. Unlike the discrete entropy, the differential entropy
has a certain inherent scale to it, coming from the fact that sums are replaced by integrals:

Lemma 2.13. Let X be a R— wvalued random variable with density function p(x). Then for any
a >0, we have that H(aX +b) = H(X) + logy a.

Proof. This is direct from a change of variables formula. O

This of course makes one wonder, whether this is at all the right definition of continuous entropy.
And whereas you would find people who contest its interpretation as an entropy, it is accepted as
an useful definition. To convince ourselves the origin of strange properties, let us just look into
the relation to discrete entropy. Suppose that the density p(z) is Riemann integrable. We can
approximate it by a discrete probability distributions ¢,, defined on the points n='Z by ¢,(y) :=

f;H/np(x)dx. By the Mean Value Theorem, we can write further ¢,(y) = @ with z, € [y,y +

1/n] and thus

p(zy),  plzy) p(zy)
H(q,) = — Zl ny log, ny =— Z Ty logy p(zy) + log n.
yen=—1Z yen—17Z

Now the first term converges to the differential entropy, and the second term just diverges - in other
words, we have to renormalize the discrete entropy to obtain the differential entropy.
10



2.3. Maximum entropy distributions. We now come to one of the main questions of this sec-
tion: suppose we want to model some statistical phenomena using a random variable. From the
experiments or theory we can deduce some weak constraints on the probability distribution of the
variable - for example the support of the distribution and a some moments of the distribution, but
not more. Which probability distribution should we choose as our model under these constraints?
Intuitively, we would like to choose a distribution that takes into account these constraints and
nothing more. Already Laplace used such an argument: his principle of insufficient reason says that
if we only know that we have n outcomes, we should assign each the probability 1/n. It comes
out that somehow the right generalization of this principle of insufficient reason is the principle
of maximum entropy - we should choose the probability distribution with maximal entropy, given
the constraints. This feels at least intuitively natural, as we are then maximizing our surprise or
uncertainty about what is happening. The principle of maximum entropy was introduced by E. T.
Jaynes in the 1950s. Let us consider three examples:

Lemma 2.14 (Uniform distribution has maximum entropy). Consider all probability distributions
on n points. Among such distributions, the uniform distribution is the unique maximum entropy
distribution.

Proof. Let Q = (¢;)i=1..n denote a probability distribution on n points. We want to prove that

H(Q) =— Z qilogy q; < logy n.
i=1
This time we use the fact that logz is concave on [0, 1]. Thus we have that

n n
n an
H(Q) = Z(% log, ;) —logon < 10%2(2 L) = logy n® — logy n = logy n,
i=1 ! i=1 *
where we also used that >""" ; ¢; = 1. Moreover, the equality holds only if ¢; = 1/n for all 4, so in
fact the uniform distribution is the unique maximum entropy distribution O

Lemma 2.15 (Gaussian law has maximum entropy). Consider all probability distributions on R
with density, with zero mean and unit variance. Among such distributions, the standard Gaussian
distribution is the unique maximum entropy distribution.

As H(aX +b) = H(X) + loga, this in fact proves that an appropriate Gaussian law is the
maximum entropy distribution among any distributions with fixed mean and variance.

Proof. Denote g(x) the density of a probability distribution @ of zero mean and unit variance. The
trick is just in the fact that logexp(—22/2) = 22/2:

ex —IQ
1(Q) =~ [ (ala)logs () da = | (q<x>log2 w) do ~ [ (ale)logy exp(—2/2)) do.

But now, in the first term we can again use concavity of logx on [0, 00) and Jensen’s inequality to

obtain that [ (q(m) log %) dz < logy ([ exp(—2?/2)dz) = logy v2m. In the second term

we can just use the assumption that [p z%q(z)dz = 1 to obtain — [ (¢(z)logy exp(—2?/2)) dz =
%logg e. Thus we see that H(Q) < %log 2me = H(X), for X ~ N(0,1). Again, the equality in
Jensen’s inequality would only hold if ¢(z) equals the Gaussian density. ]

Lemma 2.16 (Uniform distribution has maximum entropy). Consider all probability distributions
on [0,00) with density and unit mean. Among such distributions, the standard exponential is the
unique maximum entropy distribution.

Proof. This is on the exercise sheet. U
11



2.4. Relative entropy. The proofs of the existence and uniqueness of maximum entropy distri-
butions can be reinterpreted using the concept of relative entropy, also called the Kullback-Leibler
distance.

Definition 2.17 (Relative entropy). If g(w),r(w) are two discrete probability distributions on the
same space, then we define the relative entropy or the Kullback-Leibler distance by

q(w)
D = logy —.

(allr) o= e o, 22
If q(z), p(x) are two continuous probability distributions with density on R, then we define the relative
entropy or the Kullback-Leibler distance by

q(x)
DAl = [ (ale)tog, 221 )
R r(x)
Lemma 2.18 (Relative entropy is positive). Both in the discrete and in the continuous setting, the
relative entropy satisfies D(q||r) > 0 with equality iff the densities are equal.

w

Proof. Let us write the proof for the differential entropy:

—D(ql|r) = /]R (q(:c) logy ;Eg) dz.

As in the previous 2 proofs on maximum entropy, we can now use concavity of logy z, to get that
—D(q||r) < log, (/ r(x)dx) =0.
R

We can now reinterpret the proofs of maximum entropy lemmas just above - in each case we
guessed or identified the maximal entropy distribution p(z) such that Eglogp(z) corresponds to
the given constraint (e.g. variance of @), and then used the fact that the relative entropy of @ to
this maximum entropy distribution is always positive.

The two ways of thinking about entropy also help us think about relative entropy:

0

(1) We can think of D(q||r) in terms of optimal encoding: it gives the average surplus in length,
when in in transmitting outcomes of a distribution ¢ we use the words optimized for the dis-
tribution r: this is maybe clear if we write D(q||r) := > q(w)logy - — >__ q(w) logy ﬁ).

r(w)
(2) In a similar way, one can interpret relative entropy in terms of the asymptotic equipartition

property and show that %log % converges to D(g||r) almost surely.

Relative entropy also gives a certain distance between two probability measures, even though it
is not a proper metric (e.g. it is not symmetric):

.. . . . 2
Proposition 2.19. Let Q, R be two random variables with densities r,q. Then D(q||r) > 515 lq — ||}

2.5. Entropy and CLT. Our next aim is to work towards a CLT using entropy. As we will see the
proof heuristic is most pleasing, yet there are some non-trivial steps and many small technicalities
to pave the way. In most of the section we only deal with random variables with density, such that
their entropy is finite.

2.5.1. The heuristic proof. Given i.i.d. zero mean random variables X7, Xo,... of finite variance,
we would like to prove the central limit theorem via the following heuristic:

(1) The entropy is monotonously increasing for the sequence S,, := %XZ,

(2) it increases to the maximal possible value, given the variance, which we have shown to be a

Gaussian.
12



Now, this plan of attack is very intuitive, but in fact both steps are non-trivial. First, it is very
intuitive that entropy should increase when we sum i.i.d random variables. And indeed, it is simple
to see that:

Lemma 2.20 (Monotonicity of entropy (baby version)). Let X, Y be independent random variables
with density and finite entropy. Then H(X +Y) > max(H(X), H(Y)).

Proof. The discrete version is on the exercise sheet, the continuum version works in the same
way. O

However, notice that to show monotonicity of S,, we need to show more. For, example already to

show that H(S2) > H(S1) we need to argue that H(X—jg) > H(X), which by the scaling property

of differential entropy comes down to showing H(X +Y) > H(v/2X), i.e. one needs to show that
summing up two independent random variables increases entropy more than just increasing the
variance of the single random variable. This was shown in the end of 1950s using the following
inequality:

Theorem 2.21 (Entropy Power Inequality). Let X, Y be two independent continuous random vari-
ables with density. Then
92H(X+Y) 5 92H(X) | 92H(Y)

Moreover, the equality holds if and only if X,Y are independent Gaussians.

It is not hard to see that this gives monotonicity of entropy for the sequence S, along powers
of two. The monotonicity of the whole entropy had to surprisingly wait until 2004. Whereas they
prove a more general version where the random variables are not necessarily identically distributed,
we will state the version relevant to us:

Theorem 2.22 (Monotonicity of entropy - Arstein, Ball, Barthe, Naor 2004). Let X, Xo,... be
i.i.d. random variables with density and finite variance. Then H(S,,) is increasing with n.

Theorem and Theorem together imply the two claims above for i.i.d. sequence of random

variables with density, of zero mean, unit variance and finite entropy:

(1) By Theorem the sequence H(S),) is increasing, and as H(S,) < H(X) where X ~
N(0,1), we see that H(S,,) converges to a finite value H.

(2) Now, supposing that S,, converges to some Y, we can decompose again the sum into two
parts: odd terms to form Sy and of even terms to form S;. We then have the joint conver-
gence of (S, 52, 5%) to (Y, %, 3;%) where Y, Y., Y, have the same law, Y,, Y, are independent
and % ~ Y. Now, by the previous point the entropies of Sy, S?, Sy all converge to the

same constant H. By dominated convergence, one can also argue that they converge to the
entropies of Y,Y,, Y, respectively. Thus one can verify that equality holds in the Entropy
Power Inequality and hence Y has to be a Gaussian. But we know that it has unit variance,
and hence it is a standard Gaussian.

To show the CLT, we would still also need to show the actual convergence in law of the random
variables S,,. This would for example follow from Proposition 2.19, but could be also done by
standard means. We will come back to this, when we give a rigorous proof. Notice, that this would
still prove the CLT only for random variables with density and finite entropy. There is a little extra
trick ndeeded to get from random variables with density and finite entropy. This is a bit similar to
the Lindeberg proof, where we needed a truncation argument in addition to the main step. Here, we
need a certain smoothing argument to deal with the general case: namely instead of .S;, we consider
variables §n =S, +Y,, where Y}, are i.i.d standard Gaussians independent of X1, Xo,....

13



Lemma 2.23. Let X be any R-valued random variable of finite variance andY a standard Gaussian.
Then the variable X +Y has density and finite entropy.

Proof. The density of X +Y is explicit: indeed, suppose X induces a (possibly atomic) probability
measure u(dz) on R. Then by Fubini’s theorem one can check that the density of X + Y can

_ <z—y>2)

be written as: ¢(z) = [ eXp(TW?

variance, we know that the entropy is bounded from above. To bound it from below we recall that
H(X+Y)>max(H(X),H(Y)) for any random variables X,Y with density. Now, a priori X has
no density, but we can decompose Y = Y] + Y5 with Y7, Y5 i.i.d N(0,27'/2) and apply the lemma
to X + Y7 and Y5. O

du(y). As soon as we have the density, as X + Y has finite

Given this lemma, one can the CLT the for general i.i.d. random variables with unit variance:

Lemma 2.24. Let X1, Xo,... be random variables of zero mean and unit variance. Let Y1,Ys, ... be
i.4.d standard Gaussians, independent from X1, Xo, ... and define )A(n = X, +Y,. Suppose that the
sequence of variables )?n converges in law to o centred Gaussian of variance 2. Then X, converges
to a standard Gaussian.

Proof. This will be on the exercise sheet. U

2.5.2. A rigorous proof of CLT using Fisher information. Now we will present a rigorous information-
theoretic proof of the CLT, following basically the same strategy as above, with two small differences.
The main difference to the sketch above is that we will use another information-theoretic concept,
called Fisher information, instead of entropy. A smaller difference is, that we will argue convergence
of Fisher information using subadditivity instead of monotonicity.

We work with Fisher information, because it is easier to analytically manipulate. In fact, both
Theorems and Theorem [2.22] are also probably easiest to prove using Fisher information:

Definition 2.25 (Fisher information). Let X be a R-valued random variable with positive differen-

tiable density p(x). Then the score function is defined by p(z) = Z;:((f)) and the Fisher information

J(X) = Ep*(X).

Fisher information originates from statistics, where it basically encodes the information that
samples contain about parameters of the underlying probability distribution. This connection is
not so clear from the definition above, but will be clearer on the example sheet.

The following simple properties of Fisher information just follow from a change of variable:

Claim 2.26. The Fisher information is translation invariant: J(X + a) = J(X), and scales as
J(aX) =a"2J(X).

Our favourite, the Gaussian comes forward also in terms of Fisher information - it minimizes
Fisher information, given the variance:

Lemma 2.27. Let X be any random variable with positive differentiable density p(x), unit variance
and finite Fisher information. Then J(X) > 1. The equality holds iff X ~ N(0,1).

Proof. By the claim above it suffices to consider the zero mean case. By Cauchy-Schwarz we
have that (Ep(X)X)? < Ep?(X)SEX? = J(X). This also implies in particular that E|p(X)X| =
Jg [P'(x)z| is finite. Now, by integration by parts

a a

Ep(XO)XLixel aay = [ #(@)ods =p@a+p(-aja~ [ plapds

—a —a
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By dominated convergence both [* p'(z)zdx — [, p'(z)zdx and [, p(a)de — [ p(z)dx as a —
o0, we see that p(a)a + p(—a)a also converges. But as (E|X|)? < EX?, the only possible limit is 0.
Hence

Ep(X)X = /Rp/(x)xdm = - /Rp(:v)dx =1

and it follows that J(X) > 1. The equality holds when we have equality in Cauchy-Schwarz,

i.e. when p(x) = czx for some constant c. Thus we see that dl%f(x) = cz implying that p(z) =

aexp(—cz‘;) and the condition on variance fixes ¢ = 1. O

There is a beautiful identity connecting Fisher information to entropy. In fact, it is this identity
that helps to transfer several properties of Fisher information to entropy:

Theorem 2.28 (De Bruijn’s identity). Let X be a random variable with finite variance and twice
differentiable density and let Y be a standard Gaussian. Denote Z; = X ++/tY. Then we have that
dH (7)) =8 1(2,).

The proof of this surprising identity itself is teachnical, but not very difficult, and will be on
the example sheet. It stems from the connection between convolutions with Gaussians to the heat
equation. In fact, this connection to the heat equation is also behind the smoothing we saw above,
and it will enter several times during the course. But let us get back to proving the CLT using
information-theoretic methods. Our key step, replacing Entropy Power Inequality, is the following
statement on the decrease of Fisher information:

Proposition 2.29 (Decrease of Fisher information). Let X,Y be independent with continuously
differentiable densities. Then for any 3 € [0,1] we have that J(X +Y) < B2J(X) + (1 — B)2J(Y).
If the equality holds for some B € (0,1), and either X orY have a positive density, then X,Y are
Gaussian.

We will prove this proposition, but let us first discuss some consequences. By taking § = 1/2

and X ~ Y, we obtain that J(X +Y) < %J(X), which using scaling of Fisher information gives

iz Xi
qu@_
In fact, obtaining monotonous decrease along the sequence of n is again hard, and via de Bruijn’s
identity would prove the Entropy Monotonicity Theorem. However, to prove the CLT a weaker

result will suffice:

Corollary 2.30. For all m,n € N 4t holds that (m + n)J(Sm+n) < mJ(Spm) +nJ(Sy,).

J(%) < J(X), hinting at a nice decrease of Fisher information for the sequence S, :=

Proof. By taking X = ,/-2-S5,,, Y = ,/-2-5, and setting § = —"—, we obtain from the propo-

m-+n m-+n m—+n’

sition that J(Spm4n) < m? s J(y/ =2=Sm) + 0 n? 5J(y/=2=Sm). Using scaling of the Fisher

(m+n) m-+n M m+n) m+n

information now gives the result g

Let us argue that this corollary implies convergence of the Fisher information. The key input
here is the following lemma, whose proof is not examinable, although not difficult:

Lemma 2.31 (Fekete Subadditivity Lemma). Let (z,,)n>1 be a sequence of positive numbers. Sup-
pose that x, is subadditive: i.e. T, + Tm < Timin. Then %” converges as n — oo.

Now, by Corollary we have that x, := nJ, is sub-additive, and in particular by Fekete
Subadditivy Lemma, we see that x,/n = J, converges. We are now ready to state and prove
the information-theoretic CLT. Again we state it first for sequences of random variables that have
densities and finite Fisher informations. In fact we ask even more, however, appropriate versions
of Lemmas and will help to extend to the standard version. We will come back this final step
after finishing the proof under the technical constraints.
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Theorem 2.32 (Information-theoretic CLT). Let X1, Xo,... be i.i.d. random variables with zero
mean and unit variance, continuously differentiable density on R and finite Fisher information.
Suppose further that the densities of S, are bounded away from zero uniformly on any compact
interval and have uniformly bounded derivatives, and that the score functions pg, (Sn) satisfies
E (pi«n (Sn)) < C for some C' > 0. Then Sy, converge in law to the standard Gaussian.

To prove this CLT, we want to use a very versatile two-step strategy for proving convergence in
law:

e First, one shows that any subsequence of S, has a further subsequence that converges;
e and second, one shows that all possible subsequential limits have the same law.

These two steps together prove that the limit in law exists - indeed, suppose p is the limiting
law from the first step, but that .S,, does not converge to u. Then one could pick a subsequence
that stays at some positive distance e from p (in some metric that metrizes the convergence in law,
like the Levy-Prokhorov metric). But then by the first step, there is a further subsequence that
converges, and by the second step this limit is again u. Thus the sequence does get closer than e
and we have a contradiction.

This strategy is often easier to use than say the method of characteristic function or proving
the limits of the cumulative density function, as we never have to show any precise quantitative
convergence. Moreover, sometimes the first point comes almost for free (for example if all laws
are supported in a fixed interval), and often some simple property can identify the limit in law -
especially when the limit is expected to be Gaussian.

2.6. Continuation: Entropy and CLT. Let us start with a little detour on proving convergence
in law:

2.6.1. A small detour: How to prove convergence in law? A real-valued random variable X gives
rise to probability law P on R, i.e. a (countably additive) positive measure of total mass 1. It can
be uniquely described in multiple ways:

(1) Using the cumulative density function F(x) :=P(X < z)

(2) Using the characteristic function ¢(\) := E (exp(iAX)).

(3) By determining Ef(X) for all continuous bounded functions f.

(4) By determining P(X € A) for all open sets.

This list is not exhaustive and each description gives rise to a way of showing convergence in law of
X, = X:
(1) Cumulative density function: it suffices to show the convergence of Fj(x) for all continuity
points of F(z).
(2) Characteristic function: it suffices to show pointwise convergence of ¢, (\) to ¢(\).
(3) Continuous functions: it suffices to show convergence of E,, f(X) to Ef(X) for all continuous
bounded f.
(4) Open sets: it suffices to show that liminf, P,(X € A) > P(X € A).

In all these cases one at once shows convergence and identifies the limit. Sometimes it is, however,
useful to treat convergence in two separate steps:

e First, one shows sequential compactness: any subsequence of X, has a further subsequence
that converges in law;

e and second, one shows that all possible subsequential limits have the same law, by charac-
terizing the limiting random variable in some way.

Notice that here, in the second step we can assume that we have convergence in law and we just
want to say that the limiting law has some specific properties. This is very useful if there is some
property that can easily characterize the law - we will return to more concrete criteria below.
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To see why this strategy works, it is useful to start from a similar lemma for real numbers:

Lemma 2.33. Suppose that (zy,)n>1 15 a sequence of real numbers that is sequentially compact and
such that each subsequential limit equals to L. Then x, — L.

Proof. Suppose not. Then there is some € > 0, some subsequence (zy, )r>1 with |z,, — L| > €. But
this subsequence also has to have a convergent subsequence (a;nkj), which has to converge to L,
giving a contradiction. O

A similar lemma applies to probability laws, as soon as they are defined on a metric space, like
R™.

Lemma 2.34. Let X,, be a sequence of random variables taking values in R™, such that the cor-
responding probability laws are sequentially compact w.r.t. convergence in law, and such that each
subsequential limit of X,, is equal in law to some r.v. X. Then X, — X in law.

Proof. Suppose X, do not converge to X in law. Then there is some € > 0, some continuous bounded
f and some subsequence (ny)x>1 such that |[Ef(X,,)—Ef(X)| > e. But now, by assumption (n)i>1
has a further subsequence ny; that converges to some X in law. But then by the second assumption
X = X in law, and thus ]Ef(Xnkj) — Ef(X), giving a contradiction. O

Remark 2.35. In fact, the space of probability laws can be given a nice metric, called the Levy-
Prokhorov metric. Let us here confine ourselves to R™, though the actual generality is that of metric
spaces:

drp(P,Q) = iI;g{P(BE) +¢e> Q(B) and Q(B.) + € > P(B) V Borel sets B},

where B = {x € R" : d(z, B) < €}. Given this, we can state and prove the above lemma exactly in
the same way as for real numbers.

The identification of the law differs case by case - for example, it could be that one can show that
the limiting law has maximal possible entropy under some conditions, or that it has finite variance
and is stable...in both cases we would know that the limit is a Gaussian.

To show subsequential convergence, there is however one very useful general theorem. First a
relevant definition:

Definition 2.36 (Tightness). The sequence of random variables X1, Xo, ... is called tight if for all
e > 0, there is some compact set K, such that P(X,, ¢ K.) <€ for all n € N.

In R these compact set could be just bounded intervals like [— K, K] and a possible criteria for
tightness is for example that for some b > 0, we have that EX? < C for all n € N: by Markov’s
inequality P(X,, > et/ b) < Ce. The general theorem saying that sequential compactness follows
from tightness is then as follows:

Theorem 2.37 (Prokhorov’s theorem). A tight sequence of random wvariables has subsequential
limits in law, 1.e. the corresponding probability laws are sequentially compact w.r.t. the metric drp.

We will not prove this theorem here, but let us still say why it should be true:

e A key topological input is that on a compact metric space, the space of probability measures
with the distance dpp is compact (this basically follows from Banach-Alaoglu theorem ).

e In this light, tightness basically says that with arbitrarily high probability all the random
variables stay in some compact set and Prokhorov theorem becomes very believable: up
to as small error as we wish, the random variables stay in a compact set and thus have
subsequential limits.
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Often one wants to complement convergence in law X,, — X with convergence of the expectation,
i.e. one wants EX,, — EX. To see that this is not automatic, consider the following example:

Example 2.38. Let X,, be random variables that take value O with probability 1 — 1/n and value n
with probability 1/n. Then X, — 0 in law, however EX,, =1 and EX = 0 - some mass has escaped
to infinity.

It is not hard to see that for uniformly bounded random variables, no such thing can hap-
pen because we have Fatou’s Lemma and Reverse Fatou’s Lemma at hand: by Fatou’s lemma
liminf, EX,, > Eliminf, X,, = EX, and by reverse Fatou limsup,, EX,, < Elimsup,, X,, = EX| so
we conclude that liminf, EX, = limsup, EX, = EX.

The extra condition preventing the escape of mass is called uniform integrability:

Definition 2.39 (Uniform integrability). A sequence of R-random wvariables X, is called uni-
formly integrable, if for all € > 0 there is some K > 0 such that for oll n > 1, we have that

E (|Xn|1{|Xn|>K}) < €.

The key theorem is then as follows and is not difficult to prove:
Theorem 2.40. Suppose that R-valued random variables X, converge in law to X. Suppose more-
over that X,, are uniformly integrable. Then EX,, —» EX.

Uniform integrability is often guaranteed by the existence of some higher moment: for example
if E|X,|'*° < C for all n € N, then E|Xn|lgx, >k < E (|Xn|(%)5) < CK™%, than can be made
arbitrarily small.

Let us now return to the central story and prove the theorem.

2.6.2. Continuation: a rigorous proof of CLT using Fisher information. Recall the central ingredi-
ent:

Proposition 2.41 (Decrease of Fisher information). Let X,Y be independent with continuously
differentiable densities. Then for any B € [0,1] we have that J(X +Y) < B2J(X) + (1 — B)2J(Y).
If the equality holds for some B € (0,1), and either X orY have a positive density, then X,Y are
Gaussian.

The reason that makes working with Fisher information easier is the possibility to work with L2
techniques. Indeed a key input to the proof of the proposition is the following projection lemma for
the score function:

Lemma 2.42 (Projection of the score function). Let X,Y be two independent random variables
with differentiable density. Suppose that X has finite Fisher information, then pxiy (X +Y) =
E [px(X)|X +Y]. Similarly for Y.

Proof. Notice that E (PX(X)l{Xe[a,b]}) = px(b) — px(a). So it suffices to show that for all a < b

E (1xtveasE lox (X)X +Y]) = px1v(b) — pxiv(a).
So let us calculate
E (1ixivemE lox(X)X +Y]) =E(E [Lixivepmerx (X)X +Y]) = E[1ixiveurx(X)] -
Now conditioning instead on Y, we have
E [1xivemrx(X)] =E (E [1xyyveamox (X)Y]) .
Using independence of X,Y, we can write this as
E(px(b-Y))-E(px(a—-Y)).

It remains to notice that px4+y () = E (px(b—Y)). O
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Proof of Proposition [2.41: The first part of the proposition follows quite directly from the lemma.
Indeed, from the Lemma we can write:

J(X +Y) =E oy (X +Y)) =E ([EBpx(X) + (1= Bpy (V)|X +Y)]2).
By Jensen’s inequality we have that
E ([E(8px(X) + (1= B)oy (V)X +Y)?) <E (E([Bpx (X) + (1 = Boy (V)] IX + 1)),
which we can write as
E ([Box (X) + (1= Aoy (V)]*) .
By independence Epx (X)py (V) = Epx (X)Epy (Y) and by integration by parts Epx (X) = 0, hence
indeed J(X +Y) < B2J(X) + (1 — B)2J(Y).

It remains to identify the case of equality. The equality in Jensen’s inequality holds if and only
if for X +Y a.e. z, and X a.e. x we have that

px+v(2) = Bpx(z) + (1 = B)py (2 — ).

Now, we know that the density is finite and positive, so it holds for Lebesgue a.e. z,z. Plugging in
x = z and then x = 0, we obtain that

px+v (®) + px+v (2 — x) = Bpx(0) = (1 = B)py (0) = px+v(2).
Defining f(z) = px+v(2) — Bpx(0) — (1 — 5)py(0), we obtain that for almost all z,z

flx) + [z —z) = f(2).
But now f is continuous and thus this equation holds iff f is linear, and we already saw that this
implies Gaussianity. Thus X, Y, X + Y are all Gaussian. ([l

Recall also its key conclusion: using this proposition and Fekete’s subadditivity lemma, we con-
cluded that

o the Fisher informations J(S,,) converges as n — oo.

Now, let us now type the proof of the CLT. First, let us write again the statement of the restricted
CLT:

Theorem 2.43 (Information-theoretic CLT). Let X1, Xa,... be i.i.d. random wvariables with zero
mean and unit variance. Suppose further that the densities of S, are bounded away from zero uni-
formly on any compact interval, are differentiable and have uniformly bounded derivatives. Suppose
also that the score functions pg, (Sy) satisfy E (p‘én (S,)) < C for some C > 0. Then S, converge
in law to the standard Gaussian.

There is an annoying part in the proof of this theorem, and a nice part. The annoying part is
arguing compactness and making sure that everything is well-defined for any subsequential limit.
Indeed, it is a priori not clear why J should be the Fisher information of a subsequential limit of
Sn, or indeed why a subsequential limit should have a well-defined Fisher information, or even a
density? This is where we use the technical assumptions in the statement. The nice part is then
just applying the convergence of the Fisher information, and the equality case of the proposition
above to conclude that any limit is a Gaussian.

Proof of CLT.

Technical preliminaries:
First, as .S, all have zero mean and unit variance, we see that the sequence .S, is tight by applying
19



Markov’s inequality. Thus subsequential limits of \S,, exist. Moreover, we saw that J(.S,,) converges,
and we call this limit J.

Further, by our assumption the densities p, of S, have uniformly bounded first derivatives. Thus
in particular by Arzela-Ascoli theorem the densities have differentiable subsequential limits p on any
compact interval of R in the uniform topology. Moreover p/, also then converge to p’ uniformly on
compacts of R. By a diagonal argument we get subsequential differentiable limits over the whole R.
As S, have bounded second moments, the density functions are moreover uniformly integrable, and
thus 1 = Ep,(X) — Ep(X) and hence p(z) is a differentiable density of a probability distribution.
By assumption we also know that the densities remain positive over the R.

In particular, we can define the Fisher information for any subsequential limits and we see that
both pg, (x) and p% (x) also converge pointwise along these subsequences. As by assumption pg (Sy)
are also uniformly integrable, we know that when p%n (Sn) converges to py(Y), then also J, =
Ep%n(Sn) converges to Ep2-(Y). Thus for any simultaneous subsequential limit of S,, in law and
Pn, we get that the limit of the Fisher informations agrees with the Fisher information of the
subsequential limit of S,,.

Conclusion:
We can now finish the proof of the theorem. For n even, consider the quadruple (S,,S2,SS, pn),
where S7 is the partial sum containing all odd terms in 5,, and S¢, all the even terms. Notice that

Sy and Sy are independent, Sy and S; have the law of Sy; and Sy + S5 = Sy,. In particular the
densities of S? and Sy, also converge. As each component of the vector is tight, the vector itself is
tight.

Let us argue that all its limits have to have the same law. We already saw that the subsequential
limit will be of the form (Y,Y,,Y.,p). Moreover, we still have that Y,,Y, are independent and

Y, + Y. =Y. Now, we argued above that J(Y) = J and by scaling J(Y.) = J(Y,) = 2J. Thus

W = J(Y) and we conclude from Proposition that they are all Gaussians. We can
now conclude from Lemma O

Although we needed to justify many convergences, this remains a rather soft proof - the only
specific information-theoretic input was the inequality on the Fisher information, together with
the case of equality; all the rest were standard probabilistic arguments. Using entropy, one could
imagine a proof that does not pass through the two-step strategy, but rather proves directly that
the Kullback-Leibler divergence between S, and the standard Gaussian goes to zero. AS we noted,
this would actually give convergence of the density functions in the L' norm. However, this proof
would certainly need some extra calculations.

Let us finish this section by writing out the two lemmas that help to extend the convergence to
general i.i.d. random variables with zero mean and unit variance. One of them is exactly the same
as before:

Lemma 2.44. Let X1, Xo, ... be random variables of zero mean and unit variance. Let Y1,Yo,... be
i.4.d standard Gaussians, independent from X1, Xo, ... and define )A(n = X, +Y,. Suppose that the
sequence of variables )A(n converges in law to o centred Gaussian of variance 2. Then X, converges
to a standard Gaussian.

Proof. This will be on the exercise sheet. O

The other lemma needs a small modification:

Lemma 2.45. Let X be any R-valued random variable of finite variance and Y a standard Gaussian.

Then the variable X +Y has continuously differentiable density that is uniformly bounded away from
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zero on any compact interval, has an uniformly bounded derivative, finite Fisher information and
moreover its score-function has a uniformly bounded 4 — th moment.

Proof. This will also be on the exercise sheet. O

3. LLN AND CLT FOR DEPENDENT RANDOM VARIABLES

B

We have seen the CLT for i.i.d. random variables with finite variance. We also saw that if
we leave out the finite variance condition, then central limit theorems still exist, but the limiting
distributions are given by other stable laws, like for example the Cauchy law.

It is also possible to generalize the CLT by keeping the variance, keeping the independence,
but allowing the random variables to have non-identical distributions. This is a relatively mild
generalization, but you already need some extra conditions to make it work.

In these notes we deal with maybe the most exciting generalization, which is that of dependent
random variables. Let us start, however, by looking at the laws of large numbers (LLN) in the
dependent case. Recall, that

e The Weak LLN says that for i.i.d X; with E|X;| < C, we have that n=! > | X; — EX3
in probability.

e The Strong LLN says that for i.i.d X; with E|X;| < C, we have that n™1 Y7 | X; — EX;
almost surely.

In general, LLNs might not hold in the case of dependent random variables. For example, just
take X1 = X9 = --- = X,,. In this case n! > X; = X1 # EX; in general. Still, in the case of LLN,
even a small decorrelation will do:

Proposition 3.1 (WLLN for dependent random variables). Let X; be mean zero random variables
with EX? = 1 and EX;X; < cli — j|7@ for all i # j. Then n='> 1" | X; converges to zero in
probability.

Remark 3.2. In fact SLLN also holds in the same setting, a slightly weaker version of the SLLN
is left as an exercise.

Proof. As En~' 37" | X; = 0, it suffices to prove that n=2E ([}1"; X;]?) — 0. So let us calculate

E <[Zn: Xﬁ) =2 EX;X;+ ) EX].

i=1 i>j i
The diagonal term is just equal to n = o(n?). To treat the first term, fix some i. Then

n n
ZIEXZ-X]- < cz li—j " <d(1+|n—i'7) <1 +nt79).
§>i j>1
Summing over all ¢ = 1...n, we get that
2 ZEXin < '(n+n*"" = o(n?),
i>]
where we used that a > 0. O
Before passing to the CLT, let us discuss the set-up. We would still like to work in a nice

homogenous set-up, for example in a setting where the correlation structure does not change too
much over the indexes. A suitable setting is that of stationary sequences:

2Please let me know if you meet any typos or unclarities!
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Definition 3.3 (Stationary sequence). A two-sided sequence of random variables (X;)iez is called
stationary if for all n € N, all i1,...,i, € Z and all | € 7Z the vectors (Xi,,...,X;,) and
(Xiy 415 - - X, +1) have the same law. A one-sided sequence (X;)i>1 is called stationary if the same
thing holds whenever all the variables in two vectors are defined.

Clearly the identity sequence X; = Xq for all ¢ € Z is stationary, as is any i.i.d sequence. The
following lemma gives us a way to construct stationary sequences:

Lemma 3.4. Let (Y;)icz be i.i.d. with zero mean unit variance. Let (a;);cz be real numbers with
S a? < oo. Then X; =", ayYy1i is a stationary sequence of random variables.

Proof. The proof follows directly from the fact (Y;);cz has the same law as (Yj4;);ez for any [ €
Z. O

It will be an exercise to try to use this construction to obtain sequences with covariance of the
shape EX; X; =< c|i — j|~* for any a > 0.

3.1. CLT for dependent random variables. Let us now discuss the case of the CLT. Again, by
looking at the trivial example where X; = X9 = ... X,,, we see that a priori there is no reason that
the CLT should hold in the case of dependencies. Does it hold as soon as we have independence at
long distances? Even this is not clear, as the following example shows:

o Let Y1,Ys, ... beii.d. zero mean unit variance. Consider X; := Y;11 — Y;. Then X; and
X; are independent as soon as |i — j| > 2. However > " | X; = Y11 — Y7 which certainly
does not need to be a Gaussian.

Now, what about the case of correlation of the type |i — j|7*. We saw that LLN holds as long as
a > 0. However, one can directly see that attention is needed for the case of the CLT:

Exercise 3.1. Let X; be mean zero, unit variance random variables with EX; X; < c|i — j|~% with
a > 0. Calculate the variance of Y i X;. When does it scale like n? How does it scale otherwise?

Now, from the exercise you see that in the case a < 1 the variance grows faster than n. However,
one can still normalize Y " | X; differently by some b, to get a limiting distribution. Yet, it does
not necessarily have to be a Gaussian. This is interesting, because on the other hand the sum of
any jointly Gaussians is a Gaussian, and thus their limit would also be a Gaussian. Hence, as long
as we are out of the CLT regime, different limits can occur and what these limits can look like is
still an open question. For an example, one could think about the model of long polymers, called
self-avoiding walk: on Z? we consider the walk along the lattice edges that never touches its past
and put an uniform measure on all such walks of length n. This gives us a type of random walk.
Now, for usual random walk, if we look at the z—coordinate of the endpoint after n steps, then this
converges to a Gaussian distribution. However, the limiting distribution for the self-avoiding walk
is yet to be determined!

Which method should we use to prove a CLT? To see this let’s recall what we have seen and try
to pinpoint where we used independence:

e Lindeberg method: we used independence to say that ]EXif(ngi) = EXiEf(ngi) and that
EXZf(Sh,) = EXPES(S)-

e Entropic proof of CLT: we used independence in the quantitative decrease of Fisher infor-
mation: J(X +Y) < B2J(X) + (1 — B)2J(Y), which gave us convergence of J(S,). We
further used independence to determine the limiting law, by looking at the equality case in
this inequality.

e Finally, we mentioned a method using Stein’s equation: i.e. by using the fact that if
Ef(X) = EXf(X) for all nice f, then X is a standard Gaussian. Here, dealing with

EX f(X) is the part where independence enters.
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From these three methods, only the first (Lindeberg) and third (Stein’s equation) seem feasible
to a generalization. However, having to deal with all ’nice’ functions f is a bit of an annoyance.
Here, the following lemma helps us:

Lemma 3.5. Let X be a finite variance random variable such that for all f\(z) = exp(iAx) Stein’s
equation Ef} (X) = EX fa(X) holds. Then X is a standard Gaussian.

Proof. We have that Ef{(X) = itA\Eexp(iAX) = iAc¢(A). On the other hand EX exp(iAX) can
be written as —iE% exp(iAX). We can change the integration and differentiation (why?) to get
EX exp(iAX) = —i%c()\). This means we have the differential equation

d
ac(/\) = —Ac(A.
Solving this and using the fact that c is a characteristic function we deduce that ¢(\) = exp(—A;).

0

Before proving the CLT for dependent random variables, it is useful to see how to use this lemma
to prove the CLT in the usual setting of i.i.d random variables of zero mean, unit variance. For
simplicity, let us further assume they are bounded.

So, as always let S, := n~1/2 Yoy Xi. We aim to use a two-step strategy: 1) tightness is clear
as ES2 = 1, and 2) to characterize the limit we want to use the previous lemma. So it suffices to
show that

iAE exp(iASy,) — ES,, exp(iAS,) — 0.
Now, using the fact that X; are identically distributed, we can write
ES, exp(i\S,) = nEn~/2X| exp(i)S,) = n'/?EX| exp(iAS,,).
Further, using independence we can write
n?EX exp(iASp) = n'/?EX exp(idn~ 2 X1)E exp(iXSp.1),

where by S’M we denote the sum, where we have omitted the i-th term. As X, are uniformly

bounded, it follows that Eexp(iAn~'/2X;) — 1 and thus Eexp(iAS,, 1) — Eexp(iAS,) — 0. Hence
it suffices to show that

n'2EX) exp(ian~V2X1) — i\
To do this, write by Taylor expansion
exp(idn™V2X1) =1+ ixn V23X, + O(n1X?).
Thus
n*?EX; exp(ian~ 2 X,) = n'/?E <X1 +ixn V2X2 4 n_lO|Xf|) :

But now, as X is centred, the first term is zero and as X; is bounded the last term also tends to
zero. As EX? = 1, the middle term, however, gives us exactly what we want. Our aim is now to
make this strategy work to prove a version of a dependent CLT. The proof will be non-examinable.

Proposition 3.6. Let X1, Xo,... be stationary, let EX; = 0 and suppose that X; are bounded.
Assume that E|X;X;| < C(lj —i| V1)™® with a > 1 and that furthermore for i < j < k and
k < j <1, we have that

(3.1) E((X:X; — EX,X) X)) | € COLV |j — k|)™

Define further o? = ZjZIEXlXj, If 0 > 0, then S, = zo:i/);? converges in law to a standard

Gaussian.
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Remark 3.7. The theorem can certainly be generalized to non-bounded variables, by possible rephras-
ing the conditions a bit. I will leave finding such possible generalization as a fun, non-examinable
exercise.

Remark 3.8. This statement is not expected to hold in general for a < 1.

Now, we saw that it suffices to prove that E[iXexp(iASy,)] — ES, exp(iAS,) — 0. We would like
to follow the proof of CLT for i.i.d random variables with the Stein method, however dependence
is on our way.

A key observation is that we get more independence when we group elements together. Let
my, < y/n be some sequence going to 0o, to be specified later.

Claim 3.9. If we define Y; := im(’j‘ Dmnt1 Xio Then EY; =0, o7 2m,, 1IEYQ — 1 and E|Y;Y| <
Cmi(1j = kI)™ for j # k.

Thus if we define Z; := m,, ’"Y; to have E|Z;|> = O(1) we see that E|Z;Z;.| < Cml=%(|j —k[)~®
for j # k, i.e. it goes to zero with n for any fixed distance.

—-1/2

Proof. This is a direct calculation. O

We are now ready to prove the theorem. As I mentioned, the proof will be non-examinable.
[*Beginning of non-examinable section®|

Proof. Recall the notation S’m for the sum, where we have omitted the i-th term. We write

n/mn
Y;
ES,, exp(iAS,) = Z E (
= \ovn f

Notice that as m,, < n'/? we have that an_1/2 is finite and we are happy to do a Taylor expansion.
Let us first show that

( (Y, >>exp<zA$n,j>>).

nfjnlﬁz (ny exp(z)\Sn]))> -0,

and

n/mn

> 8(5z0
For the second term, we can Just use that |Y;|* < m?, that |exp(iAS,, ;)| = 1 and the fact that there
are n/m, terms in the sum, to bound the whole sum in absolute value by n~1/2 m2. Thus, taking
my < o(n'/*) would give convergence to 0.

For the first term, let us show how to bound the case j = 1, the others following similarly. Write
out the Taylor expansion for Ya: to get

1]Y| )exp(z/\Sn]))> — 0.

E (;\% exp(i)\gml))) _E ((I}u +0( '\/7'7)) expm§n,1,2)> .

We can bound this by

Y1 N A A ’Y1}/2‘
IE <a\/ﬁ exp(z)\Sn,Lz)) | + C’E( o > :

In the first term we can iterate, to obtain

exp(iXSn.;) ) ZCIE <|Y1Yk|> < CZn m2 |k — 1)) < C'n"tm2 7,

k>1 k>1

=(ove
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where we have used a > 1. For other j we get similar bounds, and thus summing over we can bound
n/mny
> E(ov

as a > 1. We next claim that

exp(Z/\Sn]) ) | < m}f” — 0,

n/mn

(3.2) >

y2 ) Y?
E z‘Aﬁexp(msn,j)) -E z‘Aﬁ E (exp(iAS,))) | — 0.
j=1

2
As by Claim |3.9| we have that E ( b

mn)) — 1 and there are n/m,, terms, this would show that

n/mn

Z E (m exp(iASy, ))) — iAE (exp(iXSy)))

and thus finish the proof.
As in the proof of the usual CLT, one can see that E (exp(i\Sy))) — E (exp(i)\gmj))) -0

uniformly, if we take m,, as above m,, = o(nl/ 4). Now, for any fixed j, we can again Taylor expand
iteratively as above, and use the Condition (3.1) to bound

Y? Y? .
E ((ﬂ - IE]> exp(msmj))) < C'md0n 32,
n n

Summing over j, we can bound (3.2) by C'm2~%n~1/2 which goes to zero if we choose m,, = o(n'/*)
as above. O

[*End of non-examinable section®|

4. LINEAR STRUCTURE OF (GAUSSIANS

Bl

The aim of these notes is to start discussing the intimate relation between finite-dimensional
Gaussians and linear algebra. Recall the different equivalent ways of seeing Gaussian vectors X in
R™:

e There exists a A € R™" of full rank such that X = AY 4+ M, where b € R” and Y =
(Y1,...,Y,) is the standard Gaussian, i.e. a vector of i.i.d. standard Gaussians. In this case
EX;X; = (AAT);;

e For every v € R", we have that (X,v) := Y1 | X;v; is a Gaussian.

e There is a symmetric positive definite matrix C' and a vector M such that for all vectors
A € R™, we have that Eexp((\, X)) = exp ((X, M) + %XTCX). Here EX = M and E(X; —
M;)(Xj = Mj) = Cij.

Most of the time for the ease of notation we will work with centred Gaussians, i.e. the case
M = 0 - this is no restriction as for the general case we just add the vector M back. Also, contrary
to some notes we work for now only with the non-degenerate case, meaning that A has full rank, C
is strictly positive definite and the variance of (v, X) is strictly positive for every non-zero v.

One of the key aspects of Gaussians is that the law of Gaussian vectors is determined by their
means and covariances:

Lemma 4.1. If X and X' are two centred Gaussian vectors with EX;X; = EX]’-XZ(, then X ~ X .

3Please let me know if you meet any typos or unclarities!
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Proof. Recall that the law of a random vector X is determined by its characteristic function
Eexp({)\, X)). Now, from the expression given above, we see that for centred Gaussians the char-
acteristic function is in turn uniquely determined by the covariance matrix. Thus we conclude. [

This gives a nice way to see that the standard Gaussian has orthogonal symmetry:

Proposition 4.2. Let X be a standard Gaussian and O and orthogonal matriz. Then OX has also
the law of a standard Gaussian. In particular the standard Gaussian is both rotation and reflection
mvariant.

Moreover, for any orthonormal basis €1, ...,€, of R", we can write X = Yoy Zie;, where Z; are
i.1.d. standard Gaussians.

Proof. By the lemma above, it suffices to check the covariance of OX. Hence as E(OX);(0X); =
(00T),; = 1d;; we conclude.

For the second part, notice that such a writing is by definition true for the standard orthonormal
basis. But every other basis is obtained by an orthogonal transformation from this basis, and thus
we conclude. g

Hence, the standard Gaussian has two very nice properties:

(1) It is rotationally invariant.
(2) And all its co-ordinates are independent.

Somewhat surprisingly, it comes out that these two properties uniquely characterize the standard
Gaussian:

Proposition 4.3 (A characterization of the standard Gaussian). Let Yje a random vector in R"
that is rotationally invariant and such that all X; are independent. Then X has the law of a constant
times a standard Gaussian.

We will prove the case n = 2 here, and leave the general case to the exercise sheet. Notice
that neither of the conditions on their own is sufficient, nor in fact very restrictive. For example
to obtain rotationally invariant vectors one could just take some random variable X’ and then set
(X,Y) =< (X'cos,Y’sin@), with 6 uniform on [0, 27]. In this case the independence of coordinates
is not true in general - e.g. think of X’ = 1 a.s., in which case we get the uniform distribution on the
circle. Similarly, to have a distribution with independent coordinates, we can just take (X,Y’) with
X,Y ii.d. In this case the rotational invariance fails in general - e.g. think of X, Y both uniform
on [—1,1].

Proof. So consider the case of a random vector (X1, X2) € R? with X1, X5 i.i.d. Let us in fact give
two different arguments.

For the first argument, we suppose that X; has finite variance. Then by rotational invariance we
get that aX; + bXy ~ X for all a® + b?> = 1. Then there some ¢ > 0 such that a’X; 4+ b’ Xy ~ ¢/ X
for all a,b > 0. Thus as X; ~ Xo, it follows that X is a strictly stable law. By assumption it also
has finite variance and thus it has to be a zero mean Gaussian. To generalize this argument to the
case of infinite variance, one could for example just take the explicit expression of the law of stable
laws and check that the Gaussian will be the only one to satisfy such rotational invariance.

For the second argument, suppose first that X; has a differentiable density and J(X;) < oo,
where .J(X1) is the Fisher information. By rotational invariance we have that X; + Xo ~ v/2X)
and in particular J(X; + X2) = J(v/2X1). But by scaling of Fisher information this means that

J(X1 + Xo) = J(;ﬁ) _ J(Xl)ZJ(XQ)'
But we have seen that this implies that X, Xo are Gaussian. Hence the proposition follows for
variables with differentiable density and finite Fisher information. To deal with the general case
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we can again use a smoothing argument: we take further 7 = (Z1,7Z5) to be a standard Gaussian.
Then X + Z satisfies all the conditions of the proposition and hence both X7 + Z1 and X5 + Zs are
Gaussian. So we can finish by the following claim (which we already saw on an examples sheet):

Claim 4.4. Suppose that X 1s a random variable and Z an independent standard Gaussian. If
X + Z is Gaussian, then also X is a Gaussian.

Proof of claim: Suppose X + Z is a Gaussian of variance 0?. We can write out characteristic

functions:

)\2 2 )\2
7 ) = Eexp(iA(X + Z)) = Eexp(iAX)E exp(iAZ) = exp ~ S Eexp(iAX).

exp(—

In particular Eexp(iAX) = exp(_w)_ -

0

Remark 4.5. In fact an even stronger version of the last claim is true. This is called Cramer’s
theorem: if the sum of two independent random variables X and Y s Gaussian, then both X and
Y are also Gaussian.

4.1. A closer look at the covariance matrix. We saw that a centred Gaussian vector X is
uniquely determined by its covariance matrix Cj; = EX; X;. Let us start by stating some properties
of this covariance matrix:

Lemma 4.6. The covariance matriz C of a Gaussian in R™:
o is symmetric - Ci; = Cj;;
e is positive on the diagonal - Cy; > 0 and
e more generally is positive definite, i.e. for any v € R"™, we have that (v,CT) > 0.

Proof. The first property is immediate from the fact that C;; = EX; X}, the second is just a special
case of the third one. And finally for the third property we just notice that (v,Cv) = E(v, X)%:
indeed, we have that

E@ X)* =B _vX)()_vX;) = viEXiX; = (v,C0).
=1 =1

ij
(|

Interestingly, the converse is also true - any matrix satisfying these conditions is a covariance
matrix for some Gaussian vector.

Proposition 4.7. Suppose that C;j € R™™ is symmetric and positive definite. Then there is a
centred Gaussian vector X in R"™ such that EX; X; = Cj;.

Proof. This is basically a proof of linear algebra, but it is good to see it. Recall that one way to
construct a Gaussian vector was to start from the standard Gaussian Y and then set X = AY.
Moreover, in this case we know that the covariance matrix is given by AAT. Thus we want to just
show that if C' is symmetric and positive definite, then there is some A of full rank with AAT = C.

To do this, recall that because C' is symmetric, there is some orthogonal matrix O and some
diagonal matrix E such that O'CO = E and moreover E has positive eigenvalues. Thus we can
define F' with F? = E and thus A := OF satisfies AAT = C as desired. O
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4.2. The spectral representation of Gaussians. We have seen that any Gaussian vector X can
be written as X = AY, where Y is a standard Gaussian. In particular, it means that we can write
= Y1 | A;Y;, where A; are the column vectors of A. We will now see that one can do better -
one can write X as a sum of orthonormal vectors, weighted by independent Gaussians.
To do this, we recall the Spectral theorem: if C' € R™*™ is a symmetric matrix, then IA{,..., A\, €
R and a set of orthonormal vectors ey,...,e, such that Ce; = \;e;. If Cj; is in addition positive
definite, it implies that A; > 0 for all ¢ = 1...n. The very beautiful thing is that through the lens
of the Spectral theorem, the linear map C' : R™ — R” becomes just a multiplication map - we have
that Ce; = A\;€; and thus for any vector T we have that

n
Cv = Z Xi(T,€)e;
i=1
The Spectral theorem gives a similarly nice representation for any Gaussian vector:

Proposition 4.8. Let X be a Gaussian in R™. Then there exist \i,...,\n and €1,...,€, an
orthonormal basis such that

n
X = Z \V AiZi€;,
i=1
where Z1, ..., Zy, are independent standard Gaussians.

Proof. By the spectral theorem for the covariance matrix C' of X, we obtain Ay,...,\, > 0 and
€1,..., 6, an orthonormal basis with C€; = A\;e;. So it remains to verify that

Claim 4.9. Define X := 3" /N Zi;. Then X' ~ X.

Proof of the claim: 1t suffices to check that for every vector v, we have that E(7, Y’>2 = (v,C7). So
write

n 2
E(@,X') Z VNiZie)’ =& (Z \/Ezi@,ei))
i=1

Using now that 71, ..., 7, are i.i.d, we can write this as
n
> X, e)*EZ; = Z il (v, Cv).
i=1
O
O

4.3. Different viewpoints of a Gaussian vector. We have already seen that a Gaussian vector
X in R™ can be considered from different angles. For example,

e Just as a random vector with certain covariance. o

e As a Gaussian process G parametrized by vectors v: we set G(v) := (v, X).

e From the spectral representation as a sum of eigenvectors, each weighted by an independent
Gaussian.

Our aim is now to look at two more viewpoints:
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4.3.1. One Gaussian and many geometries. Firstly, it comes out that any Gaussian vector can be
in fact viewed as a standard Gaussian - one just has to change the Euclidean inner product for a
different inner product, i.e. to change the underlying geometry of the space.

Given a positive definite symmetric matrix C € R™*", define

(@, W) = (v,C~'w).
The following claim is left as an exercise:
Claim 4.10. (v,w)¢ defines an inner product on R"

Thus He == (R™, ||||~) gives rise to a Hilbert space. Now if Ai,..., A, > 0 and ey,...,€, are
the eigenvalues and eigenvectors of C' as before, then a direct check shows that f; := (v/A;&;); with
i=1...n form an orthonormal basis of H¢c. In particular, we see that if X is a Gaussian vector in
R"™ with covariance matrix C, then it can be in fact written as

n
X =) zf,
=1

Here Z; are i.i.d. standard Gaussians and f; form an orthonormal basis of Hc. Thus one can say
that X is a standard Gaussian on Hc. It is a good exercise to think what are thus the symmetries
of such a Gaussian vector?

The bottom line is the following: all finite-dimensional Hilbert spaces are isomorphic. For ex-
ample, the isomorphism between (R™, ||||,) and Hc is given by mapping & — f; for alli =1...n,
with € and f, as above. This in particular means that in some sense there is in fact really one
standard Gaussian on a abstract Hilbert space, and moreover all Gaussians on R™ are just different
instances of the standard Gaussians, arising through the different concrete representatives of this
abstract Hilbert space. Thus all linear operations with Gaussians come down to linear operations
with one standard Gaussian.

4.3.2. Gausstan vectors as height functions. There yet another viewpoint is that of random height
functions. Namely, given a random vector X, we can always think of it instead as a random function
X :{1,...,n} = R. Geometrically, this would give us a height function on {1,...,n}. Sometimes
one also thinks of {1,...,n} as of time-points and then one would think of X (¢) as a random time
series. Two examples we will look at straight away are:
e The discrete white noise (DWN) W, arising when the corresponding vector W is a standard
Gaussian on R"™ - this means that all heights are given by independent standard Gaussians.
e The Gaussian random walk (GRW) T, where we set I'(0) := 0 and T'(j) := >_7_, W(4).
Firstly, as the discrete white noise is basically just the standard Gaussian, it can be written
using any orthonormal basis, weighted by independent Gaussians. In particular, when we think
of the co-ordinates as the time domain, a frequency-based decomposition, i.e. a Fourier type of
decomposition is sometimes of interest:

Lemma 4.11. For i = 1...n, let ¢;(j) := ,/%Hsin (ﬁ_’ﬂ) Then ¢i(j) seen as wvectors form

an orthonormal basis of (R",||-||5). In particular, we can write the discrete white noise W (j) =
Yoy Zigi(j), where Z; are independent standard Gaussians.

Proof. This is on the exercise sheet. O

We will not say much more about the discrete white noise at the moment, but rather move to
the slightly more interesting example of the Gaussian random walk.

Claim 4.12. The covariance kernel of the Gaussian random walk is given by Cj; = EII'; =
min(i, 7).
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This follows from a direct calculation:

i 7 min(%,5)
EDT; =E (O WE)OQ_WE)| = Y EW(k)®=min(i, j).
k=1 k=1 k=1

In fact Cj; is something called the Discrete Green’s function, with Dirichlet boundary conditions
at 0 and free boundary conditions at n. Our next aim is to find a Fourier decomposition for the
Gaussian random walk. We will do this by studying the spectral decomposition of the GRW and
finding the underlying geometry of the Gaussian process. Whereas we could only talk in terms of
matrices and inverse matrices, it is useful to already use the language of functional analysis as well,
emphasising the fact that we look at the GRW as a random height function.

Definition 4.13 (Discrete Laplacian with free boundary). We define an operator AF mapping
functions f :{0,...,n} = R with f(0) =0 to themselves as follows:

(AF £)(j) = {2f() fG=1)—fG+1) ifj<n

f(n) = f(n—1) ifji=n
Remark 4.14. You ou should verify that in the languages of matrices, this means that:
2 dfi=j#n
AFj=0 1 ifi=j=n

-1 ifli—j|=1
As in vector calculus, the things are set up here so that the Green’s function and the Laplacian
are inverse operators (matrices).

Lemma 4.15. Let C;j be the Green’s function as before. Then as matrices AY'C = 1d or as
operators (A C;)(j) = 1d;;, where we define Ci(j) := Cj;.
Proof. Let us work in the operator point of view. Recall that by definition C;(j) = min(¢, ), and

thus we have that 2C;(j) = C;(j + 1) + C;(j — 1) at all points where j # i. Moreover, at j =i we
have that C;(j) = Ci(j + 1) and C;(j) = Ci(j — 1) + 1 and the claim follows. O

To find the spectral representation, it thus suffices to find eigenfunctions and eigenvalues of Af;
As you might maybe guess, the eigenfunctions are again given by trigonometric functions. In fact
we proved in class (check!) that fori=0...n—1

. . 2k+1 .
¥;(j) := sin <2n n 17T])

form an orthogonal basis with eigenvalues given by A, =92 _2cos (%ﬁﬁ 7T]) Thus we can write

n—1
= Z Ziv/ Nicii(§),
=1

where ¢; are some constants such that ¢;1); form an ON basis (it is a good exercise to find the values
of ¢1). In particular, this all means that the inherent geometry of the Gaussian random walk is
given by the inner product

n—1

(., 9)ar = (f,A"9) Z () (Arg)(j Z £(5)(29()~9(i—1)=g(i+1))+f(n)(g(n)—g(n—1)).
By simple reordering, thls can be rewritten in the following very nice form:

%Z 76~ 1))a) — 9~ 1)
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If you know about Brownian motion, does it remind you of something related to the Brownian
motion?

4.4. Conditioning of Gaussians. Let us start the section on conditioning from a nice example
about sample mean and variance of Gaussians, where independence of Gaussian vectors plays a role.

4.4.1. Sample mean and variance. If we observe any i.i.d. random variables X,..., X,, we can try
to estimate the mean and variance of X; by defining the sample mean:
n
5(; = 7Zi:1 Xi’
n

and the sample variance:
n

Var := Z:(XZ — )/(\')2
i=1
Geometrically, one could think that the sample mean is somehow the centre of mass of the observa-
tions and the sample variance gives the fluctuation or dispersion around the centre of mass. Notice
that a priori these random variables could be dependent in intricate ways. However, in the case of
Gaussians things are extremely nice.

Proposition 4.16 (For Gaussians sample mean and sample variance are independent). If Xy,..., X,
are i.1.d. standard normals, then X and Var are independent.

To prove the proposition, we start with a small lemma saying that two Gaussian vectors are
independent as soon as all the correlations between the components of the vectors are 0.

Lemma 4.17. If (X,Y) is a centred Gaussian vector in R™™ with X in R™ and Y in R™, then
the following two conditions are equivalent:

(1) X and Y are independent,

(2) foralli=1...n, j=1...m we have that EX;Y; = 0.

There are many ways to prove this lemma, for example an easy way would be to use the charac-
teristic function. We will however use an even simpler way, also useful later on.

Proof. Clearly the first point implies the second point as EX;Y; = (EX;)(EY;) = 0. The other
implication is a bit more interesting.

Now, we know that (centred) Gaussian vectors are determined by only their covariances. So the
idea is the following: we just take X ~ X and Y ~ Y to be independent and check whether
(Y/,?/) has the same covariance structure as (X,Y). If it does, then as both (X,Y) and (Y’,?/)
are Gaussian vectors, they necessarily have the same law. In particular as by construction X' and
Y are independent, we conclude that X and Y are also independent.

So let us check that the covariance structures do agree. By construction we have that EX/ X, =
EX; Xy and EY]Y, = EY;Y). Moreover, by the first part of the proof, we know that EX[Y, = 0.
Thus we conclude. g

We can now prove the proposition:

Proof of Proposition prop:smsv. For every i = 1...n, we have that
~ ~ X2 ~
EX(X;—X)=E=L —EX*’=n"!—nt=0.
n
Thus it follows from the Lemma above that X is independent of the vector (X1 — X, Xn— )2)
In particular it means that X is independent of the the squared norm of this vector, that is exactly

equal to the sample variance Var. [l
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In fact it comes out that sample mean and sample variance are independent only in the case of
Gaussians. We will not prove this interesting result here, but would be interesting to hear from
your probabilistic proof attempts!

Theorem 4.18. Suppose that Xq,..., X, are i.i.d. random wvariables such that X and Var are
independent. Then X; are in fact Gaussians.

4.4.2. Conditioning of Gaussians. We just saw a nice and simple way to determine when two Gauss-
ian vectors are independent. In the case of independent variables, conditioning on the value of one
variable does not influence the law of the other one, making it straightforward to understand con-
ditional laws. In general, understanding conditional laws can be quite challenging. However, it
is also one of the most important questions in probability - for example, as both the world and
our knowledge is changing all the time, we want to constantly update our probabilistic models
and predictions based on existing observations. And this basically comes down to understanding
conditional probability laws.

In some rare cases conditional laws can be analytically understood - this is the case with Gaus-
sians, putting them also in forefront of probabilistic models. Let us start from an example - consider
a vector of two independent standard Gaussians (X7, X2). What is the conditional law of this vector,
given X1 + X5 = a?

Well, let us do what we know how to do: calculate conditional laws for independent vectors.
Namely, by rotational invariance of (X1, X2) we have that

X1+Xo X5 —-Xo
V2T V2

Thus, given X7 + X2 = a, we still have that % ~ N(0,1). On the other hand we can write

X1+ Xy X1—X2) f—l(X1+X2 X1 —Xo

i v i)
and thus conditioning on X; + X9 = a, we find that

(Xl,XQ) ~ (a/2 + Z, a/2 - Z),

(X1, X2) ~ (

) ~ N(0,Id).

(X1, X0) ~ (V27 (

with Z ~ N(0,1/2).

Now let us turn to a general statement. First, observe that we can rephrase the conditioning
above as saying that we conditioned on ((1,1), (X1, X2)) = a. Thus in general we can ask for the
law of (X1, X2), given (v, X) = a.

Lemma 4.19. Let X still be a two-dimensional standard Gaussian. Then, given (v,X) = a, we
P — — — =L (7 IN\T
have that X ~ a—5 + Z, where Z ~ N (0, “ @)

1711 ek )

One way to prove this, is to argue similarly to the statement that zero correlation implies inde-
pendence - i.e. by checking that the two expressions have the same mean and variance. But let us
propose yet another instructive way to deduce it here.

jH and thus write

v v

Proof. Given 7, we can always choose an orthonormal basis ol o
v

L

I+

|

v

X~Z
el

+ Z3

)

with Z1, Zs independent standard Gaussians.
Now, conditioning on (v, X) = a is equivalent to asking that Z; = ﬁ On the other hand the
ﬁl (HL)T
Bl
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. =L
covariance of Zgh can be seen to be equal to
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This can be further generalized to all Gaussian vectors. Indeed, we saw that every Gaussian
vector is a standard Gaussian vector on some inner product space and one can observe that the
proof above works on any Hilbert space. Thus we get:

Lemma 4.20. Let X be a two-dimensional Gaussian with covariance kernel C. Then, given

(0,X)c = a, we have that X ~ a# + Z, where Z ~ N(0, %), and the orthogonal com-
v C v c
plement is taken in (,)c.

A nice corollary gives a very nice explicit way to write any Gaussian vector (X7, Xs), making the
effect of conditioning on X7 plain clear and explicit:

Corollary 4.21. Any Gaussian vector X in R? can be written as

EX1X> (EX1X>7)?
~ E 2 _ Z
(X1,X2) (X1, X1 IEX% —i-\/ X3 7IEX12 )7

where Z is a standard Gaussian that is independent of X .

Again, a possible proof is to just compare the covariance structures of both sides. Yet, it is again
instructive to deduce it directly from the lemma above:

Proof. Set € = (1,0) and e, = (0,1). We then have that X; = (X,e1)c. Now, set also Cp =
(C11,C51). Then we see that C'; and €; are orthogonal and thus the lemma above implies that

- 61 )
X == 1+ ——Zs.
cl. " Telle ™
But now Ci1 = EX%, C12 = EX1X5. Moreover, also H@lH; = ]EX12 and
! EX?{

12 -1
H€2||C — Y22 EXIQEXQZ . (EX1X2)2'
([l

The ideas above naturally generalize to the setting of random vectors. The proof will left as an
exercise.

Proposition 4.22. Let (X,Y) be a Gaussian vector in R"™™ with X € R™ and Y € R™. Further-
more, write the covariance matriz of (X,Y) as a block matriz C' = (CXX CXY). Then

Cyx Cyy
(X,Y) ~ (X, CyxCxx X + Z),

where Z is independent of X and is distributed as a centred Gaussian with covariance matriz Czy; =
Oyy — Oy xCOxxCxy.

4.5. A peek into infinite dimensions. E]

We will now see how to push some of the ideas from previous classes to the infinite-dimensional
setting. So suppose we are given an infinite-dimensional separable Hilbert space H. Then in
particular H has a countable basis, which we denote by (¢;);en. Can we construct Gaussians on
H?

Recall that there are several equivalent ways to define Gaussians X on R”™:

e We start from defining a standard Gaussian Y = (Y3, ...,Y,,) and obtain general Gaussians
by setting X = AY, for some n x n full rank matrix A.
e We write the explicit density w.r.t. the Lebesgue measure on R".

4Please let me know if you meet any typos or unclarities!
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e We say that for each v € R™, the vector (X,Y) is a Gaussian.

In the first approach there is something promising: given a basis, we can at least formally define
X = Yoo ¢iXs with Xq, Xo, ... ii.d. standard Gaussians. But does this infinite sum make sense,
i.e. does it converge and in which sense? Moreover, if we go further from standard Gaussians - what
should A be?

In the second approach there is a clear obstacle: there is no Lebesgue measure on an infinite
dimensional space, at least not one that satisfies natural properties. Indeed, suppose there was a
Lebesgue measure p on RY, say. Then we would expect it to at least be translational invariant and
it would be natural to hope that boxes [—a,b]" have finite positive mass. But we can write [—1,1]N
as a disjoint union of infinite number of translations of [0, 1]Y, making it impossible to satisfy the
two conditions of the previous sentence.

So only the third approach would seem without problems, at least to begin with. To try to push
it a bit, recall the definition of a Gaussian process:

Definition 4.23 (Gaussian process). Let I be any index set. Then a collection of random variables
(Xy)icr defined on the same probability space is called a Gaussian process if for any finite subset
(i1, ...,1n) we have that X := (X (41),...,X(in)) is a Gaussian vector.

4.5.1. The standard Gaussian process indexed by H. The next proposition says that you can at least
in some sense construct a standard Gaussian process indexed by H.

Proposition 4.24 (Standard Gaussian process on H). Let H be a separable Hilbert space. Then
there exists a centred Gaussian process Gy indexed by f € H such that

e For each f € H, we have that Gy ~ N(0, 1£1%),
e Gy is linear, i.e. for any f,h € H we have that Gy, = Gy + Gj,.
o EG;Gy = (f,h)H-

Notice that in the finite-dimensional setting, we did not just say that all (¥, X) are Gaussian,
but also that this gives an equivalent way to define a Gaussian living in R™. It’s good to pause for
a thought about it, and we will come back to it after the proof.

Proof. Consider a probability space with i.i.d. standard Gaussians Z, Zs,.... Further, denote by
(¢i)ien a orthonormal basis of H.

Now for any f € H, we can write a unique expansion f = ) .4 fi¢;. We then set Gy =
2121 [iZ; = 1limy, 00 Y i fiZ;. If we denote these latter partial sums by G’J}, then notice that for

m > n, we have that
m
2 2 2
BIGF -Gt = > f2< > 1
i>n+1 i>n+1
As the latter sums are decreasing with n and converge to 0, we see that G? converge to Gy in L?.
That the limit is Gaussian is best separated to a claim, the proof of which is on the exercise sheet:

Claim 4.25. Let (X,)n>1 be a sequence of Gaussians of mean my, and variance o> such that
my, — m and 0'7% — 02 as n — co. Prove that the sequence (Xn)n>1 converges in law to a Gaussian

X of mean m and variance o>.

Now, to show that each vector (Gy,,...,Gy,) is Gaussian, we need to show that for any v €
R™, >, v;Gy, is Gaussian. But here one can similarly first consider Y ;" viG?} and then argue
convergence as before.

It remains to verify the two last conditions. The first of them follows as G, = G} + G}
and thus this is true also in the limit. For the final condition, one can use linearity to write
4G Gl = G?%Lh - G?_h and then just use the first condition. O
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Notice that we made some arbitrary choices in this constructive proof. However, as the following
lemma shows, they do not matter:

Lemma 4.26 (Uniqueness for GP on a Hilbert space). Let H be a separable Hilbert space. Suppose
we have two centred Gaussian processes Gy and G’f indeved by H, such that Gy and G’f have the
same covariances. Prove that they have the same finite-dimensional distributions. Deduce that the
standard Gaussian process defined on H in class does not depend on the arbitrary choice of basis.

Proof. This is on the exercise sheet. O

Remark 4.27. The existence could also be deduced from Kolmogorov extension theorem, and it
would not give a stronger result.

This basic existence result is already very nice, however there is some need for care. Indeed, to
give sense to Gy for all f € H, we needed to define uncountably many limits and although each
single one gives a.s. a finite value, there is a priori no reason that all of them would be finite on an
event of full probability!

This might sound a bit confusing, so let us consider two examples:

e Consider i.i.d variables (X;);c; defined on the same probability space and suppose for each
1 € I almost surely X; is finite. Now, if I is countable, then you can switch the order of
quantifiers and deduce that almost surely for each ¢ € I, the variables X; are finite. Indeed,
suppose E; is the event that X; is not finite. Then when [ is countable, P(E;) = 0 for all
i € I also implies that P(U;cr E;) < Y .. P(E;) = 0, i.e. with zero probability some variable
X, is infinite. However, notice that in this inequality we really use the countable additivity
of the measure and a similar claim cannot be made when I is uncountable - in fact even the
question, are all X; finite would not be measurable.

e Consider the standard Gaussian X. Now define random variables Y, := (X — ¢)~/2 for all
¢ € R. Then for any fixed ¢, the random variable Y, is almost surely finite. However, a.s.
the variable Yx is infinite.

And indeed, motivated by these considerations let’s see the following lemma, saying that we
cannot hope that the above-defined Gaussian process behaves simultaneously nicely for all f € H.
Lemma 4.28. Almost surely, there is some random f = f(Z1,Za,...) € H of unit norm such that
Gy 1is infinite.

Proof. Notice that because Z1, Zo, ... are standard Gaussians, for each m € N we can find some
N, such that 7, > m and n,, # ng for m # k. Now, define f = f(Z1,25,...) =), m o, .

Then ||f]|3 = 32,5, m 2 < 2 and we can normalize it to have unit norm. On the other hand by
definition -

k
Gy= lim > m™'Z,, >k
=1

k—o00
Thus by the choice of Z,,, , we have that Gy = oo almost surely. U
Another way to think about is as follows. With notations as above, consider the formal sum :
Xg = Z biZi.
i>1

This would be formally the standard Gaussian on H (and it is the standard Gaussian if H is finite-
dimensional). It is easy to see that then formally (X}, f)g = Gy. However, this inner product does
not make literally sense because Xy does not belong to H:

Claim 4.29. Define X;" = >, $Z;. Then almost surely || X", — 0o as m — oo and thus Xy
does nol make sense as a limil in H.
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Proof. We can explicitly calculate that | X;™||,, := >°i"; Z2. But by the strong law of large numbers,
as Zf are i.i.d. positive and of finite mean 1, we have that m™! >y Z? — 1. This in particular
means that || X}"||,; — oo almost surely. O

So in conclusion:

e There were some good news: there is a canonical Gaussian process indexed by a separable
Hilbert space H.

e But there are also some bad news: contrary to the finite-dimensional case, the standard
Gaussian on H does not belong to H in the infinite-dimensional case. Or, in an equivalent
way the standard Gaussian process indexed by H is not finite for all f € H simultaneously.

However, despite the bad news, there are more good news. Recall that our Hilbert space was
separable, and thus in fact we know that at least for some dense subset S of f € H, we have that
a.s. Gy is finite for all f € S.

This is already good, but we can hope for still more - we can hope to find a dense Hilbert subspace
H, C H, such that a.s. Gy is finite for all f € Hy. Moreover, in the other direction we could also
hope to find a Hilbert space Hs such that H C Hy and H is dense in Hy with Xy € Hs. Instead
of looking into abstract theorems, let us consider a concrete example to illustrate this.

4.5.2. The life of a Gaussian on a separable Hilbert space. For a concrete example consider the sets
o0
Ak(N) ={a = (a1,a2,...): Za?nk < 00},
i=1

together with the inner products (@, b)) := D st a;bn®. Notice that in this language (I*(N), ||||)
corresponds to Ag. The following exercise says that (A, (@, b)) give rise to Hilbert spaces that are
nicely embedded inside each other.

Exercise 4.1 (Sandwiching Hilbert spaces). Let Ay, := {@ = (ay,az,...): Y., a2n* < oo} with the
inner product (@,b)y, := Y., anb,n*. Show that (A, (@,b)i) are Hilbert spaces for any k € R. Prove
that for any k > j, we have that Ay C A; and thus in particular Ay C 1*(N) C A_y, for any k > 0.
Prove moreover that the set Ay is dense in A; for all k > j.

Let us now consider [2(N) = Ay with its inner product (@,b) := .., a;b;. There is the standard
ON basis given by &, with € equal to 1 on the i—th coordinate and 0 elsewhere. As above, let
Z1,Zs,... beiid. standard Gaussians.

Now, by above we saw that there is a standard Gaussian process Gz indexed by 12(N), so that
for each @ € 1?(N) we have a centred Gaussian Gy of variance ||a]|>. Now, it makes fully sense to
also consider the sequence Z = (71, Zs,...),. Thus everything might seem very nice here and so
why don’t we just define Gz = (Z, @) and all good?

Well again, one can see that HZHQ = oo almost surely, so the above pairing does not simultane-
ously make sense for all @ € I2(N). As before, one can also construct a (random) @ such that Gg is
almost surely not finite. One can yet again rephrase this in a fancy way by saying that Z is not a
continuous linear operator on [?(N), or more mundanely, Z is too rough to stay home.

However, we claim that Z does act continuously on a smaller space:

Claim 4.30. For any ¢ > 0, almost surely for all @ € Aj4+, we have that Gg < oo.

Proof. By Gaussian tail bounds we have that
€/2

P(|Zy| > n*) < exp(—
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Thus by Borel-Cantelli Lemma, there is some random ng so that |Z,| < n/4 for all n > ng. We

can write
no

00
Ga = Z Ziai == Z ZZ‘CLi + Z Znan.
i=1 i=1

n>ng

The first term is almost surely finite for all @ € [?(N). For the second term we use Z, < n/?, to

bound

S Ziai < 3 nlija) = 37 nm V2l pl 242

1>no n>ng n>ng
By Cauchy-Schwarz, we can further bound the latter term by (3,5, n~1=¢/2)1/2 lall,., giving
that Gg it is finite for all @ € Aq.. ]

Similarly, we have that Z does belong to a slightly larger space. In fact, this would already follow
from the previous claim by using duality (I let you figure out what I mean by this), but let us still
do it explicitly:

Claim 4.31. For any € > 0, almost surely we have that Z € A_1_..

Proof. Tt suffices to show that almost surely HZH—l—e < 00. To do this, it suffices in turn to show

that E HZHQ—1—E < 0o. But we can calculate

Rl Y nTEZy=) ni <o

n>1 n>1

I leave you to ponder upon whether Z € A_;, or maybe not?

4.6. An interlude on RHKS and Gaussians. [

In these notes we will very briefly discuss Reproducing Kernel Hilbert Spaces and their relation
to Gaussians. We will not prove the main theorems, but rather explain some ideas and connections
in the easiest, finite-dimensional setting. The set-up is as follows:

e We have some set S;
e a Hilbert space H of functions f : S — R with some inner product (-, -)3;
e and a kernel C, i.e. a function C(s,t): S x S — R.

Definition 4.32 (Reproducing Kernel Hilbert Space). A pair (H,C') is called a Reproducing Kernel
Hilbert Space (RKHS) if we are in the setting above, and in addition

(1) For all s € S, we have that Cs(-) = C(s,-) € H.
(2) Reproducing property: for all s € S, f € H we have that f(s) = (f,Cs)x.

Notice that there is a certain freedom here, whether to ask for the reproducing property in the
first or the second coordinate, and we will sometimes to it one way sometimes the other way. The
nice thing about RKHS is the checking the value of functions at any point can be seen as a linear
operation.

There are immediate questions:

(1) Given H, is there always a reproducing kernel (RK) C such that (H,C) form a RKHS? Is
such an C unique?

(2) Conversely, given a kernel C, is there always a Hilbert space H such that (H,C) is a RKHS?
Is such an H unique?

5Please let me know if you meet any typos or unclarities!
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A Hilbert space that is not a RKHS is for example (L%([0, 1], -||,). However, one could say that
this is a cheat, as we are not even working with a space of real-valued functions, but rather with a
space of equivalence classes of functions. A more interesting example would be a Hilbert space of
real-valued functions, which has no RK. However, no such concrete example exist! And in fact to
show the existence of such examples, Axiom of Choice is needed.

Theorem 4.33 (Existence of RKHS 1: finding C). Let H be a space of real-valued functions on
S. Then there is a kernel C such that (H,C) is a RKHS if and only if for all s € S, the linear
functional F' : H — R defined by F(f) = f(s) is continuous.

The necessity part is clear, what requires a bit of work is sufficiency - to show that as soon as the
linear functional is continuous, we can find such a kernel, one uses Riesz representation theorem.
This theorem is nicely complemented with a converse statement:

Theorem 4.34 (Existence of RKHS 2: finding H). Let C be a kernel on S. Then there ezists a
Hilbert space of real-valued functions H such that (H,C) if and only if C is symmetric and positive
semi-definite.

Here one part of the theorem, that for a RKHS the kernel is symmetric and positive semi-definite
is easy to see. The other part requires a certain amount of work, which we will briefly comment on
later.

Finally, there is two-way uniqueness:

Theorem 4.35 (Uniqueness of RKHS). Suppose that (H,C) is a RKHS. Then if C' is any other
kernel such that (H,C") is a RKHS, we have that C = C'. Similarly, if H' is any other Hilbert
space such that (H',C) is a RKHS, we have that H = H'.

Here, the first statement is relatively easy to prove and will be on the exercise sheet. As a
consequence of this uniqueness theorem we see that it makes fully sense to talk about a Reproducing
Kernel Hilbert Space H, leaving out the kernel C, as it is uniquely determined by H.

4.6.1. RKHS and Gaussians in the finite dimensional setting. Let us revisit the above theorems
finite-dimensional setting, where things are more concrete and constructive. We will also want to
see the interplay with Gaussians on R”.

o S={1,...,n};

e The Hilbert space H is given by (R”, (-, )n);

e and the kernel is just some function from {1,...,n}?> — R, or in other words a matrix in
Rnxn_

We denote the elements of H by f to stress that they are just vectors, but we think of them as
of functions. Also we denote by (-, -) the standard inner product on R"™.

Here is the analogue of Theorem in the finite-dimensional setting, incorporating also unique-
ness, and giving a constructive way to find the relevant Hilbert space.

Lemma 4.36 (Fiilding H);Let C be a positive-definite symmetric matriz in R™*™. Define Ho =
(R™, (-, V¢) with {(f,g)c = (f,C~'g). Then (Hc,O) is a RKHS. Moreover Hc is the unique Hilbert
space H' making (H',C a RKHS.

Proof. To show that (H¢,C) is a RKHS we need to just show the reproducing property, all other
properties are clear. So let s € S = {1,...,n}. Denote by Cy the s-th column of C. Then

<7765>)C - <?7 C_168> - <77ES> - ?(3)7

where we used that by definition C~'C = €,.
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Uniqueness is also easy to argue in the finite-dimensional case: by the reproducing property
we have that (Cs,Ct)yy = C(s,t). Thus by linearity for all ai,...,am, € R, by,...,b, € R and
S$1,...,8m €8, t1,...,tm € S we have that

(D aiCs, ) 0iCi)n =) aibC(si,t)).
i=1 j=1 0]

But C' is positive definite by assumption and hence is of full rank. Thus 65,7 with s = 1...n span
R™ and the inner product is uniquely defined by C, implying that (f,g)c = (f,g)x for all f,g € R"
and we conclude. O

The relation with Gaussians is now both very nice and very clear: a positive definite symmetric
C is also a covariance kernel of a centred Gaussian X on R™. Moreover, we saw that this same X is
then a standard Gaussian exactly on the space H¢o - in other words the RKHS is the natural home
for the Gaussian vector X ~ N(0,C)!

Let us also see the other direction, i.e. the analogue of Theorem 1. Notice that in the finite-
dimensional setting the evaluations are always continuous functionals, so we should expect the kernel
always to exist. The question is - how to find it?

Lemma 4.37 (Finding C). Given H = (R", (-, )y there is a unique C so that (H,C) is « RKHS.

Proof. The uniqueness is argued exactly in the same way as in the general case and it will be on
the example sheet. So let us just briefly discuss the existence of C.

Given the relation between Gaussians and RKHS, a natural approach offers itself for finding C":
we consider the standard Gaussian X on H and set C to be the covariance matrix of this process.
We know that C is then both positive definite and symmetric. So we just remains to prove that
C has the reproducing property for H. Now, we know that C' has the reproducing property w.r.t.
He = (R™, (-, -)¢) from above. Hence it suffices to prove that Ho = H. There are several ways to
see this, but it would for example follow from an appealing probabilistic statement:

Claim 4.38. Suppose X is a standard Gaussian on two Hilbert spaces H, = (R™, (-, Vg,) and
Hy = (R™,(-,-Yp,). Prove that H = H.

The proof of this claim is on the exercise sheet and it finishes the proof of the lemma. O

4.6.2. RKHS and Gaussians in the infinite dimensional setting. Let us just briefly comment on the
infinite-dimensional case, i.e. the setting where S is infinite.

e To go from the kernel C' to H, we cannot explicitly replicate the proof of the finite-
dimensional case, as the meaning of C~! is in general not clear (it would be clear in the
settings where the spectral theorem applies). Thus we have to go around and construct the
space without explicitly mentioning C~!. This is done by constructing the Hilbert space
from linear combinations > ;" a;Cs, by setting the inner product equal to

<Z CLZ'CSZ., Z bthj)H = Z aibjC’(si, t]’),
=1 J=1 %,J

and then using a completion argument to get a Hilbert space. We saw that such an identity
holds in any RKHS and it is very nice that we can actually construct H this way, and very
believable if one thinks about it. The uniqueness would basically follow similarly as the
uniqueness in the finite-dimensional case.

e To prove Theorem i.e. finding C' for H, one can just use Riesz representation theorem.
Similarly to the finite-dimensional setting one could also identify C as the covariance matrix
on S, when we construct the standard Gaussian process on H. The fact that this Gaussian
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process on H can be also seen as one on S follows from the reproducing property and is
discussed below.

Let us finally be explicit about the relation between RKHS and Gaussian processes also in the
infinite-dimensional setting. Firstly if we consider a Gaussian process Gy on a Hilbert space H of

functions f : S — R, then this naturally induces a Gaussian process G on S with covariance given
by the kernel C' that makes (H,C) a RKHS — indeed, we can just set G5 := G¢,. This is well
defined because (H,C) is a RKHS.

Conversely if Gy is a centered Gaussian process on S with the covariance kernel C, then in fact
it can be considered as a standard Gaussian process on the Hilbert space H that makes (H,C) a
RKHS - the easiest way to see this is maybe to start with a standard GP on H, say Gf and then

note that if we set G = GC , then this defines a Gaussian process indexed by S that has the
same covariance structure as the initial process G5 and thus by the uniqueness theorem for GPs we
conclude that Gz = és as Gaussian processes.

All in all, we see that one can consider any Gaussian process as a standard Gaussian process on
the related RKHS. This is useful in many respects, for example we have seen that the independence
is related to orthogonality in H, and it is useful to be able to evaluate the process at points s € S
via an inner product. Moreover, an important property of Gaussians that we have not covered is
that of Cameron-Martin shifts - i.e. the question for which functions f : S — R is the Gaussian
process G5 + f absolutely continuous w.r.t. G5. Here the answer is nice and clear - if and only if f
belongs to the associated RKHS!
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