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Announcements
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• Half of the lecture next week is a guest lecture!

Imanol Schlag 
ETH Zurich

Language Foundation 
Model:  
From GPT to Apertus

• Traveling for Lecture 13 and 14:

• For Lecture 13: Guest Lecture on Zoom from 2 to 3 pm!

• For Lecture 14: PostDoc Linus Bleistein will give the class.

• Assignment 1 is due next Wednesday at 23:59 pm!
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Four Philosophical Approaches 
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1. Autoregressive Models

2. Autoencoders

3. Generative Adversarial Models

4. Diffusion Models f
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“Fake it till you make it.”

“Mess it up, then Ctrl+Z.”

“Reduce to the essence and rebuild.”

“One step at a time.” x0 xt1 xt2 xt3 xTfθ fθ fθ fθ
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This Week’s Papers
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Papers are linked in Moodle.

Ho et al., "Denoising Diffusion Probabilistic Models." Advances in 
Neural Information Processing Systems 33 (2020).

Song et al., "Score-Based Generative Modeling through Stochastic Differential 
Equations." International Conference on Learning Representations (ICLR) (2021).

Rombach et al., "High-Resolution Image Synthesis with Latent 
Diffusion Models." Proceedings of the IEEE/CVF Conference on 

Computer Vision and Pattern Recognition (CVPR) (2022).
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Week 5’s Exercise Sheet

5

Denoising Diffusion Probabilistic Models: 


Derives the DDPM training objective from the ELBO, showing how Gaussian forward/
posterior kernels lead to a simple noise-prediction MSE, the epsilon-parameterizations, 
sampling updates, and why uniform (“simple”) loss weighting improves low-SNR steps.

Exercise 4 · Task 1 .

From Forward Diffusion to Denoising Score Matching: 


Takes the small-step noising limit to a continuous SDE, states the reverse-time SDE with 
the (intractable) marginal score, then replaces it with the tractable conditional score to 
get the denoising score matching (DSM)​ objective, and contrasts SDE with discrete 
DDPM training.

Exercise 4 · Task 2 .
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Week 5’s Code Demonstration

6

Implementing DDPMs from Scratch: Build and train a noise-prediction DDPM on 2-D 
moons (with and without class conditioning); visualize forward/backward processes and 
sampling quality. 
➝ Jupyter notebook exercise

Code Notebook 4 · Task 1 .

Stable Diffusion & CFG with diffusers: Recreate the SD pipeline (VAE, UNet, text 
encoder, scheduler), then run classifier-free guidance and study how the guidance scale  
s steers generations. 
➝ Jupyter notebook exercise

Code Notebook 4 · Task 2 .
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Generative AI and Foundation Models

7

Lecture 12: World Models

Toward (Generative) World Models

Lecture 13: FM in Robotics

e.g., DeepMinds’s Genie 2 or 3
Proto-engine for generating 
video games on-the-fly.

https://deepmind.google/discover/blog/genie-3-a-new-frontier-for-world-models/


CS-461 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Generative AI

Charlotte Bunne, Fall Semester 2025/26

Tokenization and Building Blocks  
of Foundation Models
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1 Tokenization 
raw input → token 
Segment raw input into tokens suitable for the model. 

Transformers: subwords, image patches, etc.

2 Positional / Structural Encodings 
pos/structure → encoding 
Inject order or topology information. 

Transformers: sinusoidal, learned, rotational, etc. 
CNNs an  RNNs: spatial/sequence order implicit.

3 Linear Projections 
y = Wx + b 
Apply dense projections to transform hidden states. 

Transformers: Q/K/V/O projections, FFN expansion/projection.

4 Context Mixing Operator 
context-aware interactions 
Exchange information across tokens. 

Transformers: multi-head self-attention, cross-attention. 
CNNs: convolution (local receptive fields). 
RNNs: recurrence/state updates.

5 Nonlinearities 
σ(x) 
Introduce non-linearity and gating. 

Transformers: GeLU, SiLU, etc. 
Other architectures: ReLU, etc.

6 Normalization & Stabilizers 
normalize(x) 
Stabilize training and enable deep stacks. 

Transformers: LayerNorm, RMSNorm, dropout, residual scaling. 
CNNs: BatchNorm, GroupNorm.

7 Residual Connections 
y = x + F(x) 
Provide gradient highways and enable very deep networks. 

Transformers: residuals everywhere. 
CNNs: ResNet-style skips.

Building Blocks  
&  Components
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https://poloclub.github.io/transformer-explainer/
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1
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What is a Token?

13

A token in AI is a unit of information that serves as the basic processable element in a system.

Why can’t neural networks just process raw data directly? 
• Raw inputs are extremely high-dimensional ➝ massive parameter count, poor generalization.

• Input needs to be number-based and consistent.

 
➝ Neural nets need structure and compression before reasoning can begin.

200’000  
pixels

Token

Tokenization provides this structure! 
Tokens group raw signals into meaningful units and

act as the interface between raw data and learned representations.

1
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Tokenization Concepts

14

1. Pre-Defined Tokenization, i.e., fixed rules that define tokenization.


2. Learned Tokenization, i.e., the model discovers its own units.

We define a tokenization function , where  is our input space (e.g., text, images, etc.) 
and  is our token space (  for discrete,  for continuous).

τ : X → Z X
Z ℤ ℝd

for images with patch size :   ,  denotes the number of patches.p τ : ℝH×W×C → ℝN×(p2⋅C) N =
HW
p2

for text with vocabulary :    string ,V τ : → {1,2,…, |V |}n
e.g.,

e.g., VQ-VAE codes, adaptive patches, tokenizer-free models, etc.

Key Idea: From hand-crafted discretization → to self-discovered abstractions.

1
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Requirements on Tokenization Functions

15

1
Tokenization as a bijective function (for lossless tokenization):

Encode:  

Decode: 

τ : Σ* → V*
τ−1 : V* → Σ*

where  is our original alphabet and  is our vocabulary.Σ V

For lossy tokenization (like image patches), we have:

Encode:  

Decode: 

τ : X → Z
τ−1 : Z → X

where  but information is lost.X̂ ≈ X

Key Properties We Want: 

Stability:  
Small changes in input  
→ small changes in 
tokenization.


Efficiency:  
Average token sequence length 
is minimized.


Universality:  
Can handle any and even new 
inputs.


Learnability:  
Token boundaries align with 
semantic units.
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By translating all modalities into a shared set of tokens, 
models learn a common discrete language of the world  
➝ a prerequisite for multimodal alignment and joint reasoning.

Role of Tokens in Foundation Models

16

Tokenization is not a new concept, the term goes back to compiler design in the 1960s,  
and to information retrieval in the 1970s.

In early deep learning, tokenization was an engineering step to make data compatible with models.

1

Dogma Shift!
In foundation models, tokenization became part of the model’s representation design.


It no longer only prepares data: it defines how different modalities can be expressed and connected.

Lecture 8: Multimodality
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CS-552 Modern NLP

Language Tokenizers
Traditionally, operated over words
 … but you have ambiguity of the word boundaries,


… it is not typically applicable to languages without spaces, and

… it treats different forms of the same word as separate types.How to deal with  

out-of-vocabulary  words?

But, the length of the input increases rapidly!
We can operate over characters … small vocabulary and solves the out-of-vocabulary problem.

Instead, we can operate over subwords … with more meaningful individual tokens,

… reduced impact of the out-of-vocabulary problem, and

… a manageable vocabulary size.A solution between word- and 

character-based tokenization!

“don’t”e.g.,

“talk” “talks” “talked” “talking”e.g.,
<UNK>

1
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Language Tokenizers: Byte Pair Encoding

18

1. Start with characters as the base vocabulary.

2. Iteratively merge the most frequent character pairs.

3. Stop after a predetermined number of merges.

1990: Data compression algorithm.
2015: Tokenizer for neural machine translation.

Always merge greedily 

based on raw frequency
How?

Senrich et al., (2015)

… used in GPT-2 and   
i    GPT-3, LLaMA,         
i    Mistral and Mixtral

1

https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://aclanthology.org/P16-1162.pdf
https://huggingface.co/spaces/Xenova/the-tokenizer-playground
https://huggingface.co/spaces/Xenova/the-tokenizer-playground
https://huggingface.co/spaces/Xenova/the-tokenizer-playground
https://huggingface.co/spaces/Xenova/the-tokenizer-playground
https://huggingface.co/spaces/Xenova/the-tokenizer-playground
https://huggingface.co/spaces/Xenova/the-tokenizer-playground
https://huggingface.co/spaces/Xenova/the-tokenizer-playground
https://huggingface.co/spaces/Xenova/the-tokenizer-playground
https://huggingface.co/spaces/Xenova/the-tokenizer-playground
https://huggingface.co/spaces/Xenova/the-tokenizer-playground
https://huggingface.co/spaces/Xenova/the-tokenizer-playground
https://huggingface.co/spaces/Xenova/the-tokenizer-playground
https://huggingface.co/spaces/Xenova/the-tokenizer-playground
https://huggingface.co/spaces/Xenova/the-tokenizer-playground
https://huggingface.co/spaces/Xenova/the-tokenizer-playground


Charlotte BunneCS-461  ·  Foundation Models and Generative AI

Language Tokenizers: WordPiece

19

Byte pair encoding is essentially a greedy algorithm for grammar induction.

One reason why LLMs  
struggle with arithmetic!This results in inconsistent tokenization.  

For example, each digit sequence is 
tokenized differently.

Problem!

<latexit sha1_base64="uN3Gm0ViogTgFJyW5ZzQ0pIalMk=">AAACWXicbZFLSwMxFIUzo9ZaX9Uu3QSLUEHKjEh1IxTcuFSwD+iUkknvtKGZyZjcEcrQP+lCEP+KC9PHwmovBA7nu5ebnISpFAY979Nxt7Z3CrvFvdL+weHRcfnktG1Upjm0uJJKd0NmQIoEWihQQjfVwOJQQiecPMx55w20ESp5wWkK/ZiNEhEJztBag3IaqBQ0Q6UTFkNuuNIwq7ErGl7eB5FmPF9viDS8Wm7xbDO5pAGKGAzdRO3UoFz16t6i6H/hr0SVrOppUH4PhopnMSTIJTOm53sp9nOmUXAJs1KQGUgZn7AR9KycbzP9fJHMjF5YZ0gjpe1JkC7c3xM5i42ZxqHtjBmOzV82NzexXobRXT8XSZohJHy5KMokRUXnMdOh0MBRTq1gXAt7V8rHzOaJ9jNKNgT/75P/i/Z13W/UG8831ebjKo4iOSPnpEZ8ckua5JE8kRbh5IN8OztOwflyHbfolpatrrOaqZC1cis/nR22qA==</latexit>

score(a, b) =
freq(ab)

freq(a)⇥ freq(b)

Pointwise mutual information

PM
I

➝ BPE uses frequency,  
     WordPiece uses likelihood.

## indicate continuation

WordPiece tends to yield smaller, more semantically consistent vocabularies but is slower to train.

(Wu et al., 2016)

Merge the pairs based not only on frequency,  
but also how frequent elements are individually.

WordPiece … used in BERT

1
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Dosovitskiy et al., (2021)

While the Transformer architecture has become the de-facto standard for natural language processing 
tasks, its applications to computer vision remain limited. In vision, attention is either applied in 
conjunction with convolutional networks, or used to replace certain components of convolutional 
networks while keeping their overall structure in place. We show that this reliance on CNNs is not 
necessary and a pure transformer applied directly to sequences of image patches can perform very well 
on image classification tasks. 

“

CNNs: Operate on raw pixels.

1

Treat an image like a sequence of words.
Radical Idea!

Vision Transformers: Require tokens!
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Tokenize images to make them 
Transformer-compatible.

Reshape .ℝH×W×C → ℝN×(P2⋅C)

reshape

Linear projection  
to extract features from raw pixels.

E : ℝP2⋅C → ℝD

Given image .I ∈ ℝH×W×C

16

16

256 pixels

 patches,


with  attention.

N =
HW
P2

𝒪(N2)

1
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1
Vector-Quantized Variational Autoencoder (VQ-VAE) represents a fundamentally different approach: 

Goal: Instead of fixed patches, compress a continuous image  into a sequence 
        i of discrete latent tokens, i.e., a learned vocabulary of visual concepts.

x

<latexit sha1_base64="8eIRIE6yLWFhKYbgrqmqVrtygIw=">AAAB7XicbVBNSwMxEJ2tX7V+VT16CRahXsquSPVY8NJjBfsB7VKyabaNzSZrkhXr0v/gxYMiXv0/3vw3pu0etPpg4PHeDDPzgpgzbVz3y8mtrK6tb+Q3C1vbO7t7xf2DlpaJIrRJJJeqE2BNORO0aZjhtBMriqOA03Ywvpr57XuqNJPixkxi6kd4KFjICDZWaj3278oPp/1iya24c6C/xMtICTI0+sXP3kCSJKLCEI617npubPwUK8MIp9NCL9E0xmSMh7RrqcAR1X46v3aKTqwyQKFUtoRBc/XnRIojrSdRYDsjbEZ62ZuJ/3ndxISXfspEnBgqyGJRmHBkJJq9jgZMUWL4xBJMFLO3IjLCChNjAyrYELzll/+S1lnFq1aq1+elWj2LIw9HcAxl8OACalCHBjSBwC08wQu8OtJ5dt6c90VrzslmDuEXnI9vGUKO2g==</latexit>

zq(x)

e2
e1

e53

(van den Oord et al., 2017)

Decoder ̂x
<latexit sha1_base64="7xbb/veZGdLm95bPu/eNUmKMS+E=">AAAB+HicbVBNT8JAEN36ifhB1aOXjcQEL6Q1Bj2SeOGIiXwkQJrtsoUN223dnRqh8ku8eNAYr/4Ub/4bF+hBwZdM8vLeTGbm+bHgGhzn21pb39jc2s7t5Hf39g8K9uFRU0eJoqxBIxGptk80E1yyBnAQrB0rRkJfsJY/upn5rQemNI/kHYxj1gvJQPKAUwJG8uxC7HVhyICUHp8m3v25ZxedsjMHXiVuRoooQ92zv7r9iCYhk0AF0brjOjH0UqKAU8Gm+W6iWUzoiAxYx1BJQqZ76fzwKT4zSh8HkTIlAc/V3xMpCbUeh77pDAkM9bI3E//zOgkE172UyzgBJuliUZAIDBGepYD7XDEKYmwIoYqbWzEdEkUomKzyJgR3+eVV0rwou5Vy5fayWK1lceTQCTpFJeSiK1RFNVRHDURRgp7RK3qzJtaL9W59LFrXrGzmGP2B9fkDrHmTIg==</latexit>

p✓(x|zq)Decoder:  
Reconstucts  from quantized 
representation .

x
zq

Encoder

<latexit sha1_base64="H0z5alNzT50l0iBNRyW+JPmeJIk=">AAAB7XicbVBNSwMxEJ2tX7V+VT16CRahXsquSPVY8NJjBfsB7VKyabaNzSZLkhXr0v/gxYMiXv0/3vw3pu0etPXBwOO9GWbmBTFn2rjut5NbW9/Y3MpvF3Z29/YPiodHLS0TRWiTSC5VJ8CaciZo0zDDaSdWFEcBp+1gfDPz2w9UaSbFnZnE1I/wULCQEWys1Hrq0/Ljeb9YcivuHGiVeBkpQYZGv/jVG0iSRFQYwrHWXc+NjZ9iZRjhdFroJZrGmIzxkHYtFTii2k/n107RmVUGKJTKljBorv6eSHGk9SQKbGeEzUgvezPxP6+bmPDaT5mIE0MFWSwKE46MRLPX0YApSgyfWIKJYvZWREZYYWJsQAUbgrf88ippXVS8aqV6e1mq1bM48nACp1AGD66gBnVoQBMI3MMzvMKbI50X5935WLTmnGzmGP7A+fwBBu6Ozg==</latexit>

ze(x)

x
<latexit sha1_base64="pCCmxNSiPNPDVSfJ/92HSep//FQ=">AAACBnicbVDJSgNBEO1xjXGLehShMQjxEmZEoseAlxwjmAUyYejp1CRNeha7a8QYcvLir3jxoIhXv8Gbf2NnOWjig4LHe1VU1fMTKTTa9re1tLyyurae2chubm3v7Ob29us6ThWHGo9lrJo+0yBFBDUUKKGZKGChL6Hh96/GfuMOlBZxdIODBNoh60YiEJyhkbzc0a3nJj3hSgiw8OABdUPRofeuEt0ennq5vF20J6CLxJmRPJmh6uW+3E7M0xAi5JJp3XLsBNtDplBwCaOsm2pIGO+zLrQMjVgIuj2cvDGiJ0bp0CBWpiKkE/X3xJCFWg9C33SGDHt63huL/3mtFIPL9lBESYoQ8emiIJUUYzrOhHaEAo5yYAjjSphbKe8xxTia5LImBGf+5UVSPys6pWLp+jxfrsziyJBDckwKxCEXpEwqpEpqhJNH8kxeyZv1ZL1Y79bHtHXJms0ckD+wPn8AsoiYqQ==</latexit>
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Representation is discrete,  
each patch becomes a token ID.
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Lecture 8: Multimodality

Latent Space in a 
Variational Autoencoder

Ramesh et al. (2021) in DALL·E the first to use the VQ-VAE code indices as a tokenizer for images.

Latent Space in an  
VQ Variational Autoencoder

vector 
quantization
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So far, we have covered  
how to tokenize text and images …
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wide array of biological data types or ‘modalities’ and to evolve with 
the growing vast amount of data.

Therefore, we envision building multimodal foundation models 
(MFMs) as a promising new approach with the potential to address 
this challenge. Specifically, the main strategy is to train models on the 
extensive data in a self-supervised manner across modalities, thereby 
acquiring fundamental knowledge and capabilities, an approach epito-
mized by the concept of a foundation model21. The model should thus 
be able to accept different input data modalities and solve different 
tasks such as characterizing cell states and gene functions in healthy 
and disease conditions, and predicting the dynamics of these states 
(details in the section ‘Opportunities of MFMs’).

In the coming sections, we delve deeper into the structure and 
capabilities of MFMs. The section ‘Overview of multimodal founda-
tion models’ expands on the idea of MFMs and their potential role in 
accelerating the ‘wet lab in the loop’, boosting the data generation 
and model building in feedback cycles. The section ‘Opportunities 
of MFMs’ explores the opportunities that these models present in 
areas such as tissue heterogeneity characterization, gene function 
prediction and in silico perturbation studies. The section ‘Towards 
building MFMs for molecular cell biology’ provides a description of 
the computational components and data requirements for build-
ing effective MFMs, and the section ‘Challenges and limitations’ 

sketches the challenges and limitations in their development and  
applications.

Overview of multimodal foundation models
The idea of foundation models
Foundation models are computational models of deep neural networks 
trained on expansive datasets with self-supervised learning methods,  
thus demonstrating strong capabilities for a wide array of down-
stream tasks via transfer learning21. In natural language processing, 
transformer-based22 foundation models, such as GPT23,24 and Llama25–27 
series, were trained on massive text corpora and can rapidly adapt 
to diverse downstream tasks via fine-tuning or in-context learning. 
Recently, the success of foundation models has also expanded to natu-
ral images28,29 and videos30, and gained cross-modal generation abili-
ties between language and images31. In the context of mole cular cell 
bio logy, foundation models offer a compelling approach to unifying 
our understanding of diverse biological processes. The key advan-
tage of biological foundation models lies in their ability to learn and 
represent the complex, interconnected nature of cellular systems. 
By training on diverse omics data, these models can uncover subtle 
patterns and relationships that may not be apparent in isolated experi-
ments or single-modality analyses, potentially revealing universal 

Multimodal analytical technologies

Applications to reconstruct cellular dynamics
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Fig. 1 | Multimodal analytical technologies and their applications. a, Various 
analytical technologies provide rich and diverse data at single-cell resolution 
and with spatial profiling. b, Data from analytical methods can reveal multiple 
steps across the central dogma. Inline texts list common sequencing methods 
for multi-omics profiling. For a complete list of currently available methods, we 

direct readers to recent reviews57,125. Pol II, polymerase II; scRNA-seq, single-cell 
RNA sequencing; sgRNA, single guide RNA. c, Opportunities of important 
potential applications to reconstruct cellular dynamics. The arrows indicate 
that the underlying mechanism of these applications is connected, and solving 
one task using MFMs can contribute to other tasks.
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Foundation models are computational models of deep neural networks 
trained on expansive datasets with self-supervised learning methods,  
thus demonstrating strong capabilities for a wide array of down-
stream tasks via transfer learning21. In natural language processing, 
transformer-based22 foundation models, such as GPT23,24 and Llama25–27 
series, were trained on massive text corpora and can rapidly adapt 
to diverse downstream tasks via fine-tuning or in-context learning. 
Recently, the success of foundation models has also expanded to natu-
ral images28,29 and videos30, and gained cross-modal generation abili-
ties between language and images31. In the context of mole cular cell 
bio logy, foundation models offer a compelling approach to unifying 
our understanding of diverse biological processes. The key advan-
tage of biological foundation models lies in their ability to learn and 
represent the complex, interconnected nature of cellular systems. 
By training on diverse omics data, these models can uncover subtle 
patterns and relationships that may not be apparent in isolated experi-
ments or single-modality analyses, potentially revealing universal 
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Fig. 1 | Multimodal analytical technologies and their applications. a, Various 
analytical technologies provide rich and diverse data at single-cell resolution 
and with spatial profiling. b, Data from analytical methods can reveal multiple 
steps across the central dogma. Inline texts list common sequencing methods 
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direct readers to recent reviews57,125. Pol II, polymerase II; scRNA-seq, single-cell 
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that the underlying mechanism of these applications is connected, and solving 
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Figure 2: Overview of the AI Virtual Cell. a. Similar to biological cells, b. the AI Virtual Cell models cell biology across di!erent
physical scales, including molecular, cellular, and multicellular. Along the physical dimension, the first scale models the state and
interactions of individual molecules, such as those of the central dogma, as well as additional molecules like metabolites. Molecules
can be represented as sequences or atomic structures. The next scale represents cells as collections of these molecules. For example,
such cells contain a genetic sequence, RNA transcripts and some quantities of proteins. Molecules within cells have specific locations
that may be related to their function. The final scale models the interactions between cells, how they communicate and form
complex tissues. Each scale relies on Universal Representations that are learned from multi-modal data and are integrating URs
from the previous scale. c. To capture the behavior and dynamics of physical cells, its components, or collections, d. the AI Virtual
Cell comprises Virtual Instruments. On the cellular scale, for example, Manipulator VIs simulate how cell states change as cells
divide, migrate, develop from progenitor states, or respond to perturbations through learned transitions in the URs. Decoder VIs
allow to decode the cell UR, e.g., to understand phenotypic properties.

living cells using time-lapse microscopy. Cryo-electron
microscopy determines biomolecular structures at near-
atomic resolution81,82. Super-resolution microscopy
o!ers deeper insights into molecular processes through
single-molecule imaging in living systems83,84,85. Com-
plementing imaging approaches, mass spectrometry
and proximity-dependent labeling can unveil protein-
protein associations and provide deeper insights into
cell structure and signaling network rewiring86,87.

From the model architecture perspective, vision
transformers88 or models leveraging convolutional neu-
ral networks (CNNs)89,90 are widely applicable to biolog-
ical images to model across multiple imaging channels
capturing di!erent biological features91,92,93,94, while
being robust to distribution shift and batch variability95.
Autoencoders and transformers have been successfully
applied for learning representations for sequence-based
data96,97,73,98,99. Using AI algorithms to integrate dif-
ferent data modalities collected with sequencing and
imaging technologies creates a multi-view model of the
cell that can be both dynamic and predictive100,101,102.

As the AIVC model grows in complexity, it is cru-
cial to also model cellular organelles and membraneless
compartments103 as units that play specific roles within
the cell. Robustly capturing the functions of these units
is vital to ensure accurate predictions, mechanistic in-
terpretability and model generalizability.

Given their prevalence, the cellular UR will initially
rely on transcriptomics measurements, while imaging
modalities will be key for continued modeling of cellular
spatial organization and dynamics.

Multicellular scale. At the third layer of abstraction,
the AIVC models the organization of cells into a mul-
ticellular UR (Fig. 2a,c). This layer allows for the ex-
ploration of how cell-cell interactions, largely governed
by spatial proximity, combine into tissues, organs and,
ultimately, whole organisms. Multicellular interactions
can be analyzed after tissue dissociation (such as in
scRNA-seq)104 or in situ in a 2D section or 3D volume,
where the tissue structure is preserved. Building the
AIVC will require integration across available modalities
that provide spatial insights, i.e., both spatial molecular
profiling as well as non-molecular tissue imaging data.

There are multiple methods to profile the spatial
location of RNA105, and proteins106 in cells, along with
various imaging methods for select molecular species
(e.g., immunohistochemistry), or with stains for tissue
strucutre alone (e.g., haematoxylin and eosin (H&E)).
Spatial molecular biology is currently a very active area
of research and method development. While publicly
available data are still limited, we foresee a rapid de-
velopment in this domain providing multi-omic 2D and
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Figure 2: Overview of the AI Virtual Cell. a. Similar to biological cells, b. the AI Virtual Cell models cell biology across di!erent
physical scales, including molecular, cellular, and multicellular. Along the physical dimension, the first scale models the state and
interactions of individual molecules, such as those of the central dogma, as well as additional molecules like metabolites. Molecules
can be represented as sequences or atomic structures. The next scale represents cells as collections of these molecules. For example,
such cells contain a genetic sequence, RNA transcripts and some quantities of proteins. Molecules within cells have specific locations
that may be related to their function. The final scale models the interactions between cells, how they communicate and form
complex tissues. Each scale relies on Universal Representations that are learned from multi-modal data and are integrating URs
from the previous scale. c. To capture the behavior and dynamics of physical cells, its components, or collections, d. the AI Virtual
Cell comprises Virtual Instruments. On the cellular scale, for example, Manipulator VIs simulate how cell states change as cells
divide, migrate, develop from progenitor states, or respond to perturbations through learned transitions in the URs. Decoder VIs
allow to decode the cell UR, e.g., to understand phenotypic properties.

living cells using time-lapse microscopy. Cryo-electron
microscopy determines biomolecular structures at near-
atomic resolution81,82. Super-resolution microscopy
o!ers deeper insights into molecular processes through
single-molecule imaging in living systems83,84,85. Com-
plementing imaging approaches, mass spectrometry
and proximity-dependent labeling can unveil protein-
protein associations and provide deeper insights into
cell structure and signaling network rewiring86,87.

From the model architecture perspective, vision
transformers88 or models leveraging convolutional neu-
ral networks (CNNs)89,90 are widely applicable to biolog-
ical images to model across multiple imaging channels
capturing di!erent biological features91,92,93,94, while
being robust to distribution shift and batch variability95.
Autoencoders and transformers have been successfully
applied for learning representations for sequence-based
data96,97,73,98,99. Using AI algorithms to integrate dif-
ferent data modalities collected with sequencing and
imaging technologies creates a multi-view model of the
cell that can be both dynamic and predictive100,101,102.

As the AIVC model grows in complexity, it is cru-
cial to also model cellular organelles and membraneless
compartments103 as units that play specific roles within
the cell. Robustly capturing the functions of these units
is vital to ensure accurate predictions, mechanistic in-
terpretability and model generalizability.

Given their prevalence, the cellular UR will initially
rely on transcriptomics measurements, while imaging
modalities will be key for continued modeling of cellular
spatial organization and dynamics.

Multicellular scale. At the third layer of abstraction,
the AIVC models the organization of cells into a mul-
ticellular UR (Fig. 2a,c). This layer allows for the ex-
ploration of how cell-cell interactions, largely governed
by spatial proximity, combine into tissues, organs and,
ultimately, whole organisms. Multicellular interactions
can be analyzed after tissue dissociation (such as in
scRNA-seq)104 or in situ in a 2D section or 3D volume,
where the tissue structure is preserved. Building the
AIVC will require integration across available modalities
that provide spatial insights, i.e., both spatial molecular
profiling as well as non-molecular tissue imaging data.

There are multiple methods to profile the spatial
location of RNA105, and proteins106 in cells, along with
various imaging methods for select molecular species
(e.g., immunohistochemistry), or with stains for tissue
strucutre alone (e.g., haematoxylin and eosin (H&E)).
Spatial molecular biology is currently a very active area
of research and method development. While publicly
available data are still limited, we foresee a rapid de-
velopment in this domain providing multi-omic 2D and
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Figure 2: Overview of the AI Virtual Cell. a. Similar to biological cells, b. the AI Virtual Cell models cell biology across di!erent
physical scales, including molecular, cellular, and multicellular. Along the physical dimension, the first scale models the state and
interactions of individual molecules, such as those of the central dogma, as well as additional molecules like metabolites. Molecules
can be represented as sequences or atomic structures. The next scale represents cells as collections of these molecules. For example,
such cells contain a genetic sequence, RNA transcripts and some quantities of proteins. Molecules within cells have specific locations
that may be related to their function. The final scale models the interactions between cells, how they communicate and form
complex tissues. Each scale relies on Universal Representations that are learned from multi-modal data and are integrating URs
from the previous scale. c. To capture the behavior and dynamics of physical cells, its components, or collections, d. the AI Virtual
Cell comprises Virtual Instruments. On the cellular scale, for example, Manipulator VIs simulate how cell states change as cells
divide, migrate, develop from progenitor states, or respond to perturbations through learned transitions in the URs. Decoder VIs
allow to decode the cell UR, e.g., to understand phenotypic properties.

living cells using time-lapse microscopy. Cryo-electron
microscopy determines biomolecular structures at near-
atomic resolution81,82. Super-resolution microscopy
o!ers deeper insights into molecular processes through
single-molecule imaging in living systems83,84,85. Com-
plementing imaging approaches, mass spectrometry
and proximity-dependent labeling can unveil protein-
protein associations and provide deeper insights into
cell structure and signaling network rewiring86,87.

From the model architecture perspective, vision
transformers88 or models leveraging convolutional neu-
ral networks (CNNs)89,90 are widely applicable to biolog-
ical images to model across multiple imaging channels
capturing di!erent biological features91,92,93,94, while
being robust to distribution shift and batch variability95.
Autoencoders and transformers have been successfully
applied for learning representations for sequence-based
data96,97,73,98,99. Using AI algorithms to integrate dif-
ferent data modalities collected with sequencing and
imaging technologies creates a multi-view model of the
cell that can be both dynamic and predictive100,101,102.

As the AIVC model grows in complexity, it is cru-
cial to also model cellular organelles and membraneless
compartments103 as units that play specific roles within
the cell. Robustly capturing the functions of these units
is vital to ensure accurate predictions, mechanistic in-
terpretability and model generalizability.

Given their prevalence, the cellular UR will initially
rely on transcriptomics measurements, while imaging
modalities will be key for continued modeling of cellular
spatial organization and dynamics.

Multicellular scale. At the third layer of abstraction,
the AIVC models the organization of cells into a mul-
ticellular UR (Fig. 2a,c). This layer allows for the ex-
ploration of how cell-cell interactions, largely governed
by spatial proximity, combine into tissues, organs and,
ultimately, whole organisms. Multicellular interactions
can be analyzed after tissue dissociation (such as in
scRNA-seq)104 or in situ in a 2D section or 3D volume,
where the tissue structure is preserved. Building the
AIVC will require integration across available modalities
that provide spatial insights, i.e., both spatial molecular
profiling as well as non-molecular tissue imaging data.

There are multiple methods to profile the spatial
location of RNA105, and proteins106 in cells, along with
various imaging methods for select molecular species
(e.g., immunohistochemistry), or with stains for tissue
strucutre alone (e.g., haematoxylin and eosin (H&E)).
Spatial molecular biology is currently a very active area
of research and method development. While publicly
available data are still limited, we foresee a rapid de-
velopment in this domain providing multi-omic 2D and

6

(Bunne et al., 2024)

Lecture 9: FM in Biology

1

https://www.cell.com/cell/fulltext/S0092-8674(24)01332-1


Charlotte BunneCS-461  ·  Foundation Models and Generative AI 29

2



Charlotte BunneCS-461  ·  Foundation Models and Generative AI

Why Positional Encodings?

30

2

Problem: Neural networks are order-blind.
Networks treat inputs as a "bag of tokens" with no inherent position awareness:

"The cat ate the mouse" = {"cat", "mouse", "ate", "the", "the"} 
"The mouse ate the cat" = {"cat", "mouse", "ate", "the", "the"}

Who ate whom? Multi-Head
Attention

Input
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Inputs

Add & Norm

Feed
Forward
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Feed 
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Outputs
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Output 
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Residual
Residual

Residual

Multi-Head
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Feed
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Residual

Residual

× L
× L
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Multi-Head
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Add & Norm
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Forward
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Multi-Head
Attention

Add & Norm

Output
Embedding

Outputs

Linear

Softmax

Positional
Encoding

Output 
Probabilities

Residual

Residual

Residual

× L

Output 
Embedding

Idea: Add unique position information to each token.

final_embedding[i] = token_embedding[i] + position_encoding[i]

Most neural operations are permutation equivariant,  
network cannot distinguish different orderings.

➝ 

➝ Same tokens, same processing.
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Why Positional Encodings?

31

2

Requirements:


1. Unique: .


2. Bounded: .

3. Relative: Distance-aware.

4. Extrapolatable: Works beyond training length.

PE(i) ≠ PE( j)
∥PE(1)∥ ≈ ∥PE(1000)∥

How?

sinusoidal

simple index ▁▂▃▄▅▆▇█

one-hot ■ □ □ □ □ □ □ □ □ □ ■ □ □ □ □ □ □ □  □ □ ■ □ □ □ □ □ □

rotary …

…

learned

➝ unbound growth.✗
➝ cannot extrapolate to different lengths.✗
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Sinusoidal Positional Encodings

32

2sinusoidal

Idea: Use a combination of sine and cosine functions at different frequencies to encode position. 
 
Each dimension operates at a different frequency, creating a unique "fingerprint" for each position.

<latexit sha1_base64="PGgl9/nID1eVrjOIEESnSLiKMDI="></latexit>

PE(pos,2i) = sin
⇣ pos

100002i/dmodel

⌘

PE(pos,2i+1) = cos
⇣ pos

100002i/dmodel

⌘

… the frequencies are decreasing along  
the vector dimension

… forms a geometric progression from 
 to  on the wavelengths2π 10000 ⋅ 2π

i = 0

i = 2

i = 4

and index i

i = 6

For every position in the input pos

pos
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Sinusoidal Positional Encodings

33

2

… -dimensional vector that contains 
information about a specific position

d

Dimension
Po

si
tio

n

sinusoidal

i = 0

i = 2

i = 4

index i

i = 6

pos

We chose this function because we hypothesized it would 
allow the model to easily learn to attend by relative 
positions, since for any fixed offset ,  can be 
represented as a linear function of .

k PE(pos + k)
PE(pos)

“

(Vaswani et al., 2017)

https://arxiv.org/pdf/1706.03762
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Rotary  Positional Encodings

34

rotary 2(Su et al., 2023)

Rotary position (RoPe) encoding takes a very different approach to encoding positional information: 

Idea:  
 
Instead of adding a positional encoding,  
RoPE applies a rotation to the existing token embeddings. 

The rotation angle is a function of both the token’s position 
in the sequence and the dimension of the embedding. 

Rotation preserves the norm of the embeddings while 
encoding positional information.

<latexit sha1_base64="P+0y0P/nQdurnkL95O7XkrXz7B4=">AAACBXicbVA9SwNBEN2LXzF+RS21WAxCLBLvgkQbIWCTMoL5gCQee5tNsmRv79idE8KRxsa/YmOhiK3/wc5/4ya5QhMfDDzem2FmnhcKrsG2v63Uyura+kZ6M7O1vbO7l90/aOggUpTVaSAC1fKIZoJLVgcOgrVCxYjvCdb0RjdTv/nAlOaBvINxyLo+GUje55SAkdzscQeGDIjLrx3b4D4ulPK84Jzhc9ybuNmcXbRnwMvESUgOJai52a9OL6CRzyRQQbRuO3YI3Zgo4FSwSaYTaRYSOiID1jZUEp/pbjz7YoJPjdLD/UCZkoBn6u+JmPhaj33PdPoEhnrRm4r/ee0I+lfdmMswAibpfFE/EhgCPI0E97hiFMTYEEIVN7diOiSKUDDBZUwIzuLLy6RRKjrlYvn2IlepJnGk0RE6QXnkoEtUQVVUQ3VE0SN6Rq/ozXqyXqx362PemrKSmUP0B9bnDzpcldw=</latexit>

✓i = 10000�2(i�1)/d
Step 1. Define rotation frequencies:

<latexit sha1_base64="xtRUpSpziOqlIaU+0HDPpTUtz8s=">AAACCXicbVA9SwNBEN3zM8avU0ubxSBYhTuRaCMEbFJGMB+QhGNvM0mW7O0du3NiONLa+FdsLBSx9R/Y+W/cfBSa+GDg8d4MM/PCRAqDnvftrKyurW9s5rby2zu7e/vuwWHdxKnmUOOxjHUzZAakUFBDgRKaiQYWhRIa4fBm4jfuQRsRqzscJdCJWF+JnuAMrRS4tI3wgDRjqi9hHIjriLZ5N0arDwBZIAK34BW9Kegy8eekQOaoBu5XuxvzNAKFXDJjWr6XYCdjGgW3K/Lt1EDC+JD1oWWpYhGYTjb9ZExPrdKlvVjbUkin6u+JjEXGjKLQdkYMB2bRm4j/ea0Ue1edTKgkRVB8tqiXSooxncRCu0IDRzmyhHEt7K2UD5hmHG14eRuCv/jyMqmfF/1SsXR7UShX5nHkyDE5IWfEJ5ekTCqkSmqEk0fyTF7Jm/PkvDjvzsesdcWZzxyRP3A+fwBmh5ou</latexit>

anglei = m · ✓i
Step 2. Apply position to get rotation angle.

Step 3. Build rotation matrix .Rm

<latexit sha1_base64="cDnPhmJwPQgQuYFcfrL7MB5PBPg="></latexit>
x0
1

x0
2

�
=


cos(m✓) � sin(m✓)
sin(m✓) cos(m✓)

� 
x1

x2

�
e.g., for two dimensions

https://arxiv.org/pdf/2104.09864
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Key Property:  
When computing attention between positions  and , 
the dot product depends only on relative position !

m n
(n − m)

<latexit sha1_base64="c3kWdAFrnfsHYJGQEf0y8tcvvm0="></latexit>

score = (Rmq)>(Rnk) = q>Rn�mk

Naturally relative!

Rotary  Positional Encodings rotary (Su et al., 2023) 2

Intuition:  
Each position rotates vectors in embedding space. Tokens compare based on the angle between 
their rotations, which only depends on how far apart they are!

learnedAdvantage over                 ?
Poor generalisation to inputs with more dimensions longer than the 
maximum position embedding encountered during training.

➝

Position embeddings remain an active area of research!

https://arxiv.org/pdf/2104.09864
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What is Attention?

38

… a mechanism that lets each element of a sequence compute a context-dependent representation  
     by focusing on the most relevant parts of the input and learning the connections between them.

4

• Earlier architectures (CNNs, RNNs) process information locally or sequentially.

• But in many problems, any part of the input might depend on any other.

• We want a mechanism that lets the model decide what to focus on dynamically.

Key Idea:

➝ Attention allows information  
    to flow flexibly between tokens.
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What is Attention?

39

4
Attention = Information Lookup

QUERY

Intuition

Which other tokens are 
relevant for me right now?

KEY

Each token is represented via
what it wants
what it offers

<latexit sha1_base64="TvZbi9v8EfUD+3QWdeSqiSCYT4s="></latexit>

Attention(Q,K, V ) = softmax

✓
QK>
p
dk

◆
V

<latexit sha1_base64="ZBOs5PD0zH0feMPBtOZW5L8Ou1s="></latexit>

QK>

dot product to compare 
all key-query pairsSimilarity between QUERY-KEY pairs determines how much of each VALUE is used.

VALUE the actual information

<latexit sha1_base64="6hx6hdsNMLwQQ381an1gmujqT98=">AAACE3icdZDLSgMxFIYz9VbrrerSTbAIIjJMx2k7y4KbLivYC0yHkkkzbWgmMyQZoQx9Bze+ihsXirh14863Mb2Bih4I/PzfOcnJHySMSmVZn0ZubX1jcyu/XdjZ3ds/KB4etWWcCkxaOGax6AZIEkY5aSmqGOkmgqAoYKQTjK9nvHNHhKQxv1WThPgRGnIaUoyUtvrFi6w3v8QTw8DPLNO2a5WKc2mZru3UXFeLypXjuO60Pe0XSysOVxyuOCyb1rxKYFnNfvGjN4hxGhGuMENSemUrUX6GhKKYkWmhl0qSIDxGQ+JpyVFEpJ/N15nCM+0MYBgLfbiCc/f7RIYiKSdRoDsjpEbyN5uZfzEvVaHrZ5QnqSIcLx4KUwZVDGcBwQEVBCs20QJhQfWuEI+QQFjpGAs6hNVP4f+ibZvlqlm9cUr1xjKOPDgBp+AclEEN1EEDNEELYHAPHsEzeDEejCfj1XhbtOaM5cwx+FHG+xc8FJqi</latexit>

V

<latexit sha1_base64="TvZbi9v8EfUD+3QWdeSqiSCYT4s="></latexit>

Attention(Q,K, V ) = softmax

✓
QK>
p
dk

◆
V

➝ Attention is soft information retrieval based on learned similarity.
<latexit sha1_base64="/OLvwYcPkWKuzrchiTYf7BSE/GI="></latexit>

Q,K, V : learnable weights.
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<latexit sha1_base64="TvZbi9v8EfUD+3QWdeSqiSCYT4s="></latexit>

Attention(Q,K, V ) = softmax

✓
QK>
p
dk

◆
V

Attention: Scaled Dot-Product Attention

40

Attention

CS-433 Machine Learning

Extensively covered in

causal 
attention

full 
attention

bidirectional 
masked 
attention

➝ Depending on architecture and learning principle, mask is applied.
<latexit sha1_base64="pjkvg6V4VJIyYOYQithyYiv/fr0="></latexit>

= softmax

✓
M +

QK>
p
dk

◆
V

4
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Attention: Multi-Head Attention
Self-Attention lets the model decide which parts of the input. 
are most relevant to each token. 

• One attention map may miss certain relationships.

• Multiple heads learn independent subspaces focusing on 

different patterns, e.g., syntax, position, entity type, etc.


• Each head learns its own , ,  projections.

• Their outputs are concatenated and linearly combined.

Q K V

head

Multi-Head Attention:

Model runs several attention processes in parallel, each 
focusing on different patterns in the text.

4
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Attention Implementations

42

Standard attention is  in both time and memory, where  is the input length.𝒪(n2) n

Flash Attention

Computes attention in chunks to fit GPU memory  
and avoid redundant softmax ops.

What do we do?

Speed and 
Memory 
Efficiency 

Still  but GPU-optimized. 𝒪(n2)

Sparse Attention

Attends only to a subset of tokens (e.g., local + global pattern). 
No need to compute all pairwise interactions.

Efficiency in 
Long Contexts

Reduces complexity to  or less.𝒪(n n)

Linear Attention

Approximates softmax with kernel tricks  
to make computation linear in sequence length.

Scalability to 
Real-Time 
Settings

True  scaling but less expressive.𝒪(n)

4
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Attention: Cross-Attention

43

Lecture 8: Multimodality

Goal: Enable communication between different representation spaces  
          e.g., text ↔ image, gene ↔ tissue, cell ↔ microenvironment.

How? Cross-Attention
<latexit sha1_base64="TSpoQzK9yE4OIrvGj494Hp6/u4c="></latexit>

CrossAttn (Q1,K2, V2) = softmax

✓
Q1K>

2p
d

◆
V2• Queries  come from one modality.


• Keys  and Values  come from another.


• The attention weights determine which parts of one modality are most relevant to the other.

Q
K V

• Self-attention: builds coherence within a modality.

• Cross-attention: builds alignment across modalities.

• Creates a shared representational space between heterogeneous data types.

• It’s the core mechanism behind multimodal foundation models.

Why?

4



Charlotte BunneCS-461  ·  Foundation Models and Generative AI

Attention: Why is attention a universal interface?

44

Attention learns the structure from data, not from a fixed topology.

Defines relations dynamically via similarity, not through hard-wired order or adjacency.

 
➝ It therefore generalizes as a “universal interface” for reasoning over sets.

But      it’s inefficient: all-to-all comparisons scale quadratically;  
the brain and physical systems use sparse, hierarchicalconnectivity instead.

Tokenization limits: universality only extends to what can be discretized into tokens.

Why does it work across so many domains?

Also, attention reasons over states, not processes. It sees correlations, not causation.

4
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Transformer Block

Feed-forward layers: Refines each token’s details. 


Multi-head self attention: Lets tokens share information.
3
4

Main unit processing in the model consisting of:

5 Activation functions inside 3: Smooth, non- 
saturating activations as they improve gradient 
flow, training stability, and model expressivity.

45
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46

Architectural Patterns: Residuals and Dropouts

7 Residual Connections:  
Adds a layer's input to its output, keeping 
information and learning signals from fading 
through many layers.

6 Layer Normalization:  
Helps stabilize both training and inference by adjusting input 
numbers so their mean and variance stay consistent.
Dropout:  
During training, dropout randomly turns off some 
connections between numbers so the model does not 
overfit to specific patterns.

The following architectural patterns stabilize Transformer training  
and preserve information across layers.
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Transformer Architecture

47
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Processes the entire input in parallel to build 
contextual representations.

Produces high-level embeddings that can be  
used for understanding, comparison,  
or as input to downstream modules.
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Encoder

Processes the entire input in parallel to build 
contextual representations.

Produces high-level embeddings that can be  
used for understanding, comparison,  
or as input to downstream modules.

Plotting the change in the distribution of long-
range contact precision at each transition
to a higher level of scale reveals an overall shift
in the distribution toward better performance
(Fig. 1D), as well as a subset of proteins that
undergo greater improvement. The accuracy
of the contact map prediction and perplex-
ity are linked, with proteins undergoing large
changes in contact map accuracy also under-
going large changes in perplexity [normalized
discounted cumulative gain (NDCG) = 0.87]
(SM A.2.6). This link indicates that the lan-
guage modeling objective is directly correlated
with the materialization of the folded struc-
ture in the attention maps.
To identify atomic-resolution information

in the model, we project out spatial coordi-
nates for each of the atoms from the internal
representations of the language model using
an equivariant transformer (SM A.3.3). This
projection is fitted by using experimentally

determined protein structures from the Pro-
tein Data Bank (PDB) (40) and evaluated on
194 CAMEO proteins (41) and 51 CASP14 pro-
teins (42). TM-score, which ranges from 0 to 1,
measures the accuracy of the projection in
comparison to the ground truth structure,
with a value of 0.5 corresponding to the thresh-
old for correctly predicting the fold (43). The
evaluation uses a temporal cutoff, which en-
sures that the proteins used for testing are held
out from those used in fitting the projection.
Thismakes it possible tomeasure how atomic-
level informationemerges in the representations
as a function of the parameter scale.
We discover that an atomic-resolution struc-

ture prediction can be projected from the rep-
resentations of the ESM-2 language models.
The accuracy of this projection improves with
the scale of the language model. The 15 billion
parameter model reaches a TM-score of 0.72
on the CAMEO test set and 0.55 on the CASP14

test set, a gain of 14 and 17% respectively rel-
ative to the 150 million parameter ESM-2
model (Fig. 1E). At each increase in scale a
subset of proteins undergoes large changes
in accuracy. For example, the protein 7QQA
improves in root mean square deviation
(RMSD) from 7.0 to 3.2 Å when the scale is
increased from 35 million to 150 million pa-
rameters, and the CASP target T1056 im-
proves in RMSD from 4.0 to 2.6 Å when the
scale is increased from 3 billion to 15 billion
parameters (Fig. 1F). Before and after these
jumps, changes in RMSD are much smaller.
Across all models (table S1), there is a cor-
relation of −0.99 between validation perplex-
ity and CASP14 TM-score and −1.00 between
validation perplexity and CAMEO TM-score,
which indicates a strong connection between
the understanding of the sequence measured
by perplexity and the atomic-resolution struc-
ture prediction. Additionally, there are strong

Lin et al., Science 379, 1123–1130 (2023) 17 March 2023 4 of 8

Fig. 3. Mapping metagenomic structural space. (A) ESMFold calibration with
AlphaFold2 for metagenomic sequences. Mean pLDDT is shown on the x axis, and
LDDT to the corresponding AlphaFold2 prediction is shown on the y axis.
Distribution is shown as a density estimate across a subsample of ∼4000
sequences from the MGnify database. (B) Distribution of mean pLDDT values
computed for each of ∼617 million ESMFold-predicted structures from the MGnify
database. (C) The distribution of the TM-score to the most similar PDB structure
for each of 1 million randomly sampled high-confidence (mean pLDDT > 0.7 and
pTM > 0.7) structures. Values were obtained by a Foldseek search, which does

not report values under 0.5 TM-score (53). (D) Sample of 1 million high-
confidence protein structures is visualized in two dimensions by using the UMAP
algorithm and colored according to distance from the nearest PDB structure, in
which regions with low similarity to known structures are colored in dark blue.
Example protein structures and their locations within the sequence landscape are
provided; see also Fig. 4 and table S2. (E) Additional UMAP plot in which the
1 million sequences are plotted according to the same coordinates as in (D) but
colored by the sequence identity to the most similar entry in UniRef90 according
to a blastp (60) search.
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Transformer Architecture

48

Geometric Attention

Transformer 
Encoder

protein data base ~250 million  
 protein sequences!

➝ ESM encoders learn a protein “language”  
    that captures structure, function, and  
    evolution, allowing reasoning directly  
    from sequence.

Lecture 10: Emergent Behaviors

https://www.science.org/doi/10.1126/science.ade2574
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Processes and transforms representations, optionally 
conditioned on encoder outputs.


In encoder–decoder models, generation is 
conditional, attending to encoder representations 
(e.g., translation, summarization).

In decoder-only models, generation is 
autonomous, relying solely on prior outputs (e.g., 
GPT-style models).


Decoders enable the model to generate, transform, or 
predict based on learned representations.

converts the decoder’s  
logits into probabilities of  

possible next tokens or output
5
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Language Foundation Models CS-552 Modern NLP

CS-503 Visual Intelligence

… Transformers in BERT, GPT, and more.Lecture 6: Vision Foundation Models

Foundation Models in Science

Lecture 9: FM in Earth Sciences

Lecture 9: FM in Biology

Lecture 9: FM in Chemistry

Vision Foundation Models

Lecture 6: Vision Foundation Models … Vision Transformers in MAE, DinoV2, and more.
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ESM3 Transformer

Transformer Blocks

Geometric Attention

Transformer Block
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Generative masked  
language model 

masked

sequence
structure
function

• Multimodal and geometry-aware:  
integrates 1D sequence, 3D structure, and 
function data using geometry-conditioned 
attention.


• Unified cross-modal objective:  
trained to generate or predict sequence, 
structure, or function within a shared latent 
space.


• Hybrid backbone:  
Transformer layers fused with SE(3)-
equivariant blocks for spatial reasoning.

➝ However, much more of a classic  
   iiTransformer compared to …

(Hayes et al., 2025)

VQ-VAE encoder  
for structure tokens

https://www.science.org/doi/10.1126/science.ads0018
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for the participating methods, and has long served as the gold-standard 
assessment for the accuracy of structure prediction 25,26.

In CASP14, AlphaFold structures were vastly more accurate than 
competing methods. AlphaFold structures had a median backbone 
accuracy of 0.96 Å r.m.s.d. 95 (C α  root-mean-square deviation at 95% 
residue coverage) (95% confidence interval = 0.85–1.16 Å) whereas 
the next best performing method had a median backbone accuracy 
of 2.8 Å r.m.s.d. 95 (95% confidence interval = 2.7–4.0 Å) (measured on 
CASP domains; see Fig. 1a for backbone accuracy and Supplementary 
Fig. 14 for all-atom accuracy). As a comparison point for this accuracy, 
the width of a carbon atom is approximately 1.4 Å. In addition to very 
accurate domain structures (Fig. 1b), AlphaFold is able to produce 
highly accurate side chains (Fig. 1c) when the backbone is highly accu -
rate and considerably improves over template-based methods even 
when strong templates are available. The all-atom accuracy of Alpha -
Fold was 1.5 Å r.m.s.d. 95 (95% confidence interval = 1.2–1.6 Å) compared 
with the 3.5 Å r.m.s.d. 95 (95% confidence interval = 3.1–4.2 Å) of the best 
alternative method. Our methods are scalable to very long proteins with 
accurate domains and domain-packing (see Fig. 1d for the prediction 
of a 2,180-residue protein with no structural homologues). Finally, the 
model is able to provide precise, per-residue estimates of its reliability 
that should enable the confident use of these predictions.

We demonstrate in Fig. 2a that the high accuracy that AlphaFold dem -
onstrated in CASP14 extends to a large sample of recently released PDB 

structures; in this dataset, all structures were deposited in the PDB after 
our training data cut-off and are analysed as full chains (see Methods, 
Supplementary Fig. 15 and Supplementary Table 6 for more details). 
Furthermore, we observe high side-chain accuracy when the back -
bone prediction is accurate (Fig. 2b) and we show that our confidence 
measure, the predicted local-distance difference test (pLDDT), reliably 
predicts the C α  local-distance difference test (lDDT-C α ) accuracy of the 
corresponding prediction (Fig. 2c). We also find that the global super -
position metric template modelling score (TM-score) 27 can be accu -
rately estimated (Fig. 2d). Overall, these analyses validate that the high 
accuracy and reliability of AlphaFold on CASP14 proteins also transfers 
to an uncurated collection of recent PDB submissions, as would be 
expected (see Supplementary Methods 1.15 and Supplementary Fig. 11 
for confirmation that this high accuracy extends to new folds).

The AlphaFold network
AlphaFold greatly improves the accuracy of structure prediction by 
incorporating novel neural network architectures and training proce -
dures based on the evolutionary, physical and geometric constraints 
of protein structures. In particular, we demonstrate a new architecture 
to jointly embed multiple sequence alignments (MSAs) and pairwise 
features, a new output representation and associated loss that enable 
accurate end-to-end structure prediction, a new equivariant attention 
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Fig. 1 | AlphaFold produces highly accurate structures.  a , The performance 
of AlphaFold on the CASP14 dataset ( n = 87 protein domains) relative to the top-
15 entries (out of 146 entries), group numbers correspond to the numbers 
assigned to entrants by CASP. Data are median and the 95% confidence interval 
of the median, estimated from 10,000 bootstrap samples. b, Our prediction of 
CASP14 target T1049 (PDB 6Y4F, blue) compared with the true (experimental) 
structure (green). Four residues in the C terminus of the crystal structure are 
B-factor outliers and are not depicted. c , CASP14 target T1056 (PDB 6YJ1).  

An example of a well-predicted zinc-binding site (AlphaFold has accurate side 
chains even though it does not explicitly predict the zinc ion). d , CASP target 
T1044 (PDB 6VR4)—a 2,180-residue single chain—was predicted with correct 
domain packing (the prediction was made after CASP using AlphaFold without 
intervention). e, Model architecture. Arrows show the information flow among 
the various components described in this paper. Array shapes are shown in 
parentheses with s, number of sequences ( Nseq  in the main text); r, number of 
residues ( Nres  in the main text); c, number of channels.
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for the participating methods, and has long served as the gold-standard 
assessment for the accuracy of structure prediction25,26.

In CASP14, AlphaFold structures were vastly more accurate than 
competing methods. AlphaFold structures had a median backbone 
accuracy of 0.96 Å r.m.s.d.95 (Cα root-mean-square deviation at 95% 
residue coverage) (95% confidence interval = 0.85–1.16 Å) whereas 
the next best performing method had a median backbone accuracy 
of 2.8 Å r.m.s.d.95 (95% confidence interval = 2.7–4.0 Å) (measured on 
CASP domains; see Fig. 1a for backbone accuracy and Supplementary 
Fig. 14 for all-atom accuracy). As a comparison point for this accuracy, 
the width of a carbon atom is approximately 1.4 Å. In addition to very 
accurate domain structures (Fig. 1b), AlphaFold is able to produce 
highly accurate side chains (Fig. 1c) when the backbone is highly accu-
rate and considerably improves over template-based methods even 
when strong templates are available. The all-atom accuracy of Alpha-
Fold was 1.5 Å r.m.s.d.95 (95% confidence interval = 1.2–1.6 Å) compared 
with the 3.5 Å r.m.s.d.95 (95% confidence interval = 3.1–4.2 Å) of the best 
alternative method. Our methods are scalable to very long proteins with 
accurate domains and domain-packing (see Fig. 1d for the prediction 
of a 2,180-residue protein with no structural homologues). Finally, the 
model is able to provide precise, per-residue estimates of its reliability 
that should enable the confident use of these predictions.

We demonstrate in Fig. 2a that the high accuracy that AlphaFold dem-
onstrated in CASP14 extends to a large sample of recently released PDB 

structures; in this dataset, all structures were deposited in the PDB after 
our training data cut-off and are analysed as full chains (see Methods, 
Supplementary Fig. 15 and Supplementary Table 6 for more details). 
Furthermore, we observe high side-chain accuracy when the back-
bone prediction is accurate (Fig. 2b) and we show that our confidence 
measure, the predicted local-distance difference test (pLDDT), reliably 
predicts the Cα local-distance difference test (lDDT-Cα) accuracy of the 
corresponding prediction (Fig. 2c). We also find that the global super-
position metric template modelling score (TM-score)27 can be accu-
rately estimated (Fig. 2d). Overall, these analyses validate that the high 
accuracy and reliability of AlphaFold on CASP14 proteins also transfers 
to an uncurated collection of recent PDB submissions, as would be 
expected (see Supplementary Methods 1.15 and Supplementary Fig. 11 
for confirmation that this high accuracy extends to new folds).

The AlphaFold network
AlphaFold greatly improves the accuracy of structure prediction by 
incorporating novel neural network architectures and training proce-
dures based on the evolutionary, physical and geometric constraints 
of protein structures. In particular, we demonstrate a new architecture 
to jointly embed multiple sequence alignments (MSAs) and pairwise 
features, a new output representation and associated loss that enable 
accurate end-to-end structure prediction, a new equivariant attention 
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Fig. 1 | AlphaFold produces highly accurate structures. a, The performance 
of AlphaFold on the CASP14 dataset (n = 87 protein domains) relative to the top-
15 entries (out of 146 entries), group numbers correspond to the numbers 
assigned to entrants by CASP. Data are median and the 95% confidence interval 
of the median, estimated from 10,000 bootstrap samples. b, Our prediction of 
CASP14 target T1049 (PDB 6Y4F, blue) compared with the true (experimental) 
structure (green). Four residues in the C terminus of the crystal structure are 
B-factor outliers and are not depicted. c, CASP14 target T1056 (PDB 6YJ1).  

An example of a well-predicted zinc-binding site (AlphaFold has accurate side 
chains even though it does not explicitly predict the zinc ion). d, CASP target 
T1044 (PDB 6VR4)—a 2,180-residue single chain—was predicted with correct 
domain packing (the prediction was made after CASP using AlphaFold without 
intervention). e, Model architecture. Arrows show the information flow among 
the various components described in this paper. Array shapes are shown in 
parentheses with s, number of sequences (Nseq in the main text); r, number of 
residues (Nres in the main text); c, number of channels.

→ While ESM3 keeps the core Transformer, AlphaFold’s Evoformer re-engineers attention  
     for pairwise and evolutionary reasoning.

(Jumper et al., 2021)

based on database containing explicitievolutionary alignments

https://www.nature.com/articles/s41586-021-03819-2
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representation—for a pairwise description of amino acids to be represent -
able as a single 3D structure, many constraints must be satisfied including 
the triangle inequality on distances. On the basis of this intuition, we 
arrange the update operations on the pair representation in terms of 
triangles of edges involving three different nodes (Fig. 3c). In particular, 
we add an extra logit bias to axial attention 31 to include the ‘missing edge’ 
of the triangle and we define a non-attention update operation ‘triangle 
multiplicative update’ that uses two edges to update the missing third 
edge (see Supplementary Methods 1.6.5 for details). The triangle multipli -
cative update was developed originally as a more symmetric and cheaper 
replacement for the attention, and networks that use only the attention or 
multiplicative update are both able to produce high-accuracy structures. 
However, the combination of the two updates is more accurate.

We also use a variant of axial attention within the MSA representation. 
During the per-sequence attention in the MSA, we project additional 
logits from the pair stack to bias the MSA attention. This closes the loop 
by providing information flow from the pair representation back into 
the MSA representation, ensuring that the overall Evoformer block is 
able to fully mix information between the pair and MSA representations 
and prepare for structure generation within the structure module.

 
End-to-end structure prediction
The structure module (Fig. 3d) operates on a concrete 3D backbone 
structure using the pair representation and the original sequence row 
(single representation) of the MSA representation from the trunk. The 
3D backbone structure is represented as Nres  independent rotations 
and translations, each with respect to the global frame (residue gas) 
(Fig. 3e). These rotations and translations—representing the geometry 
of the N-C α -C atoms—prioritize the orientation of the protein back -
bone so that the location of the side chain of each residue is highly 
constrained within that frame. Conversely, the peptide bond geometry 
is completely unconstrained and the network is observed to frequently 
violate the chain constraint during the application of the structure mod -
ule as breaking this constraint enables the local refinement of all parts 
of the chain without solving complex loop closure problems. Satisfac -
tion of the peptide bond geometry is encouraged during fine-tuning 
by a violation loss term. Exact enforcement of peptide bond geometry 
is only achieved in the post-prediction relaxation of the structure by 
gradient descent in the Amber 32 force field. Empirically, this final relaxa -
tion does not improve the accuracy of the model as measured by the 
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Fig. 3 | Architectural details.  a , Evoformer block. Arrows show the information 
flow. The shape of the arrays is shown in parentheses. b, The pair representation 
interpreted as directed edges in a graph. c , Triangle multiplicative update and 
triangle self-attention. The circles represent residues. Entries in the pair 
representation are illustrated as directed edges and in each diagram, the edge 
being updated is ij . d , Structure module including Invariant point attention (IPA) 

module. The single representation is a copy of the first row of the MSA 
representation. e, Residue gas: a representation of each residue as one 
free-floating rigid body for the backbone (blue triangles) and χ angles for the 
side chains (green circles). The corresponding atomic structure is shown below. 
f, Frame aligned point error (FAPE). Green, predicted structure; grey, true 
structure; ( R k , t k), frames; x i, atom positions.

Evoformer of AlphaFold 1 (Jumper et al., 2021)

➝ context within each protein sequence
➝ captures evolutionary covariation

Special attention blocks including attetion across …

residue positions along the target protein sequence
columns

different homologous sequencesrows

https://www.nature.com/articles/s41586-021-03819-2
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Network architecture and training
The overall structure of AF3 (Fig. 1d and Supplementary Methods 3) 
echoes that of AF2, with a large trunk evolving a pairwise representa-
tion of the chemical complex followed by a structure module that uses 
the pairwise representation to generate explicit atomic positions, but 
there are large differences in each major component. These modifica-
tions were driven both by the need to accommodate a wide range of 
chemical entities without excessive special casing and by observations 
of AF2 performance with different modifications. Within the trunk, 
MSA processing is substantially de-emphasized, with a much smaller 
and simpler MSA embedding block (Supplementary Methods 3.3). 

Compared with the original evoformer from AF2, the number of blocks 
is reduced to four, the processing of the MSA representation uses an 
inexpensive pair-weighted averaging and only the pair representa-
tion is used for later processing steps. The ‘pairformer’ (Fig. 2a and 
Supplementary Methods 3.6) replaces the evoformer of AF2 as the 
dominant processing block. It operates only on the pair representation 
and the single representation; the MSA representation is not retained 
and all information passes through the pair representation. The pair 
processing and the number of blocks (48) is largely unchanged from 
AF2. The resulting pair and single representation together with the 
input representation are passed to the new diffusion module (Fig. 2b) 
that replaces the structure module of AF2.
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Fig. 1 | AF3 accurately predicts structures across biomolecular complexes. 
a,b, Example structures predicted using AF3. a, Bacterial CRP/FNR family 
transcriptional regulator protein bound to DNA and cGMP (PDB 7PZB; 
full-complex LDDT47, 82.8; global distance test (GDT)48, 90.1). b, Human 
coronavirus OC43 spike protein, 4,665 residues, heavily glycosylated and 
bound by neutralizing antibodies (PDB 7PNM; full-complex LDDT, 83.0; GDT, 
83.1). c, AF3 performance on PoseBusters (v.1, August 2023 release), our recent 
PDB evaluation set and CASP15 RNA. Metrics are as follows: percentage of 
pocket-aligned ligand r.m.s.d. < 2 Å for ligands and covalent modifications; 
interface LDDT for protein–nucleic acid complexes; LDDT for nucleic acid and 
protein monomers; and percentage DockQ > 0.23 for protein–protein and 
protein–antibody interfaces. All scores are reported from the top confidence- 
ranked sample out of five model seeds (each with five diffusion samples), 
except for protein–antibody scores, which were ranked across 1,000 model 
seeds for both models (each AF3 seed with five diffusion samples). Sampling 

and ranking details are provided in the Methods. For ligands, n indicates the 
number of targets; for nucleic acids, n indicates the number of structures; for 
modifications, n indicates the number of clusters; and for proteins, n indicates 
the number of clusters. The bar height indicates the mean; error bars indicate 
exact binomial distribution 95% confidence intervals for PoseBusters and by 
10,000 bootstrap resamples for all others. Significance levels were calculated 
using two-sided Fisher’s exact tests for PoseBusters and using two-sided 
Wilcoxon signed-rank tests for all others; ***P < 0.001, **P < 0.01. Exact P values 
(from left to right) are as follows: 2.27 × 10−13, 2.57 × 10−3, 2.78 × 10−3, 7.28 × 10−12, 
1.81 × 10−18, 6.54 × 10−5 and 1.74 × 10−34. AF-M 2.3, AlphaFold-Multimer v.2.3; 
dsDNA, double-stranded DNA. d, AF3 architecture for inference. The rectangles 
represent processing modules and the arrows show the data flow. Yellow, input 
data; blue, abstract network activations; green, output data. The coloured balls 
represent physical atom coordinates.

AlphaFold 3 removes the MSA representation, evolutionary information comes from pretrained sequence embeddings.

contains 
pretrained 
sequence 

embeddings

Two representations: one for each residue (single) and one for residue-residue relationships (pair) to capture 3D structure.
Multimodal inputs, i.e., proteins, ligands, nucleic acids, and cofactors within the same transformer framework.

multi- 
modality

Lecture 9: FM in Biology

CS-502 Deep Learning in Biomedicine

https://www.nature.com/articles/s41586-024-07487-w
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The diffusion module (Fig. 2b and Supplementary Methods 3.7) oper-
ates directly on raw atom coordinates, and on a coarse abstract token 
representation, without rotational frames or any equivariant process-
ing. We had observed in AF2 that removing most of the complexity 
of the structure module had only a modest effect on the prediction 
accuracy, and maintaining the backbone frame and side-chain torsion 
representation add quite a bit of complexity for general molecular 
graphs. Similarly AF2 required carefully tuned stereochemical viola-
tion penalties during training to enforce chemical plausibility of the 
resulting structures. We use a relatively standard diffusion approach33 
in which the diffusion model is trained to receive ‘noised’ atomic coor-
dinates and then predict the true coordinates. This task requires the 

network to learn protein structure at a variety of length scales, whereby 
the denoising task at small noise emphasizes understanding very local 
stereochemistry and the denoising task at high noise emphasizes the 
large-scale structure of the system. At the inference time, random noise 
is sampled and then recurrently denoised to produce a final structure. 
Importantly, this is a generative training procedure that produces a 
distribution of answers. This means that, for each answer, the local 
structure will be sharply defined (for example, side-chain bond geom-
etry) even when the network is uncertain about the positions. For this 
reason, we are able to avoid both torsion-based parametrizations of 
the residues and violation losses on the structure, while handling the 
full complexity of general ligands. Similarly to some recent work34,  
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Fig. 2 | Architectural and training details. a, The pairformer module.  
Input and output: pair representation with dimension (n, n, c) and single 
representation with dimension (n, c). n is the number of tokens (polymer 
residues and atoms); c is the number of channels (128 for the pair representation, 
384 for the single representation). Each of the 48 blocks has an independent set 
of trainable parameters. b, The diffusion module. Input: coarse arrays depict 
per-token representations (green, inputs; blue, pair; red, single). Fine arrays 
depict per-atom representations. The coloured balls represent physical atom 
coordinates. Cond., conditioning; rand. rot. trans., random rotation and 
translation; seq., sequence. c, The training set-up (distogram head omitted) 

starting from the end of the network trunk. The coloured arrays show activations 
from the network trunk (green, inputs; blue, pair; red, single). The blue arrows 
show abstract activation arrays. The yellow arrows show ground-truth data. 
The green arrows show predicted data. The stop sign represents stopping of 
the gradient. Both depicted diffusion modules share weights. d, Training 
curves for initial training and fine-tuning stages, showing the LDDT on our 
evaluation set as a function of optimizer steps. The scatter plot shows the raw 
datapoints and the lines show the smoothed performance using a median filter 
with a kernel width of nine datapoints. The crosses mark the point at which the 
smoothed performance reaches 97% of its initial training maximum.
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Network architecture and training
The overall structure of AF3 (Fig. 1d and Supplementary Methods 3) 
echoes that of AF2, with a large trunk evolving a pairwise representa-
tion of the chemical complex followed by a structure module that uses 
the pairwise representation to generate explicit atomic positions, but 
there are large differences in each major component. These modifica-
tions were driven both by the need to accommodate a wide range of 
chemical entities without excessive special casing and by observations 
of AF2 performance with different modifications. Within the trunk, 
MSA processing is substantially de-emphasized, with a much smaller 
and simpler MSA embedding block (Supplementary Methods 3.3). 

Compared with the original evoformer from AF2, the number of blocks 
is reduced to four, the processing of the MSA representation uses an 
inexpensive pair-weighted averaging and only the pair representa-
tion is used for later processing steps. The ‘pairformer’ (Fig. 2a and 
Supplementary Methods 3.6) replaces the evoformer of AF2 as the 
dominant processing block. It operates only on the pair representation 
and the single representation; the MSA representation is not retained 
and all information passes through the pair representation. The pair 
processing and the number of blocks (48) is largely unchanged from 
AF2. The resulting pair and single representation together with the 
input representation are passed to the new diffusion module (Fig. 2b) 
that replaces the structure module of AF2.
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Fig. 1 | AF3 accurately predicts structures across biomolecular complexes. 
a,b, Example structures predicted using AF3. a, Bacterial CRP/FNR family 
transcriptional regulator protein bound to DNA and cGMP (PDB 7PZB; 
full-complex LDDT47, 82.8; global distance test (GDT)48, 90.1). b, Human 
coronavirus OC43 spike protein, 4,665 residues, heavily glycosylated and 
bound by neutralizing antibodies (PDB 7PNM; full-complex LDDT, 83.0; GDT, 
83.1). c, AF3 performance on PoseBusters (v.1, August 2023 release), our recent 
PDB evaluation set and CASP15 RNA. Metrics are as follows: percentage of 
pocket-aligned ligand r.m.s.d. < 2 Å for ligands and covalent modifications; 
interface LDDT for protein–nucleic acid complexes; LDDT for nucleic acid and 
protein monomers; and percentage DockQ > 0.23 for protein–protein and 
protein–antibody interfaces. All scores are reported from the top confidence- 
ranked sample out of five model seeds (each with five diffusion samples), 
except for protein–antibody scores, which were ranked across 1,000 model 
seeds for both models (each AF3 seed with five diffusion samples). Sampling 

and ranking details are provided in the Methods. For ligands, n indicates the 
number of targets; for nucleic acids, n indicates the number of structures; for 
modifications, n indicates the number of clusters; and for proteins, n indicates 
the number of clusters. The bar height indicates the mean; error bars indicate 
exact binomial distribution 95% confidence intervals for PoseBusters and by 
10,000 bootstrap resamples for all others. Significance levels were calculated 
using two-sided Fisher’s exact tests for PoseBusters and using two-sided 
Wilcoxon signed-rank tests for all others; ***P < 0.001, **P < 0.01. Exact P values 
(from left to right) are as follows: 2.27 × 10−13, 2.57 × 10−3, 2.78 × 10−3, 7.28 × 10−12, 
1.81 × 10−18, 6.54 × 10−5 and 1.74 × 10−34. AF-M 2.3, AlphaFold-Multimer v.2.3; 
dsDNA, double-stranded DNA. d, AF3 architecture for inference. The rectangles 
represent processing modules and the arrows show the data flow. Yellow, input 
data; blue, abstract network activations; green, output data. The coloured balls 
represent physical atom coordinates.

(Abramson et al., 2025)

Richard Sutton (2019) 
“The Bitter Lesson”

removed specialized attention blocks 
but triangle updates retained  

for geometric reasoning

More general, more scalable, closer to original Transformer design, and stripped of handcrafted evolutionary machinery.
Lesson learned!

https://www.nature.com/articles/s41586-024-07487-w
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Transformer for Modeling DNA
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Massive context: DNA spans 
millions of bases and attention’s 

 cost makes this infeasible.𝒪(n2)

Long-range regulation: Key 
interactions stretch over kilobases, 
exceeding attention’s effective range.

Local structure: Regulatory motifs are local, but 
attention wastes capacity on all-pair comparisons. (Nguyen et al., 2025)

FMs for DNA replace the Transformer’s costly 
attention mechanism with fast long 
convolutions and lightweight recurrence: 
➝ allows efficient modeling of million-base DNA  
    sequences while preserving long-range    
    dependencies.

➝ in some settings, attention is not all you need.

https://www.science.org/doi/10.1126/science.ado9336
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Yet

A 4-year-old child processes 1014 
bytes through vision alone equal to 
all the text used to train GPT-4.

Transformers proved remarkably flexible: 
a single mechanism that scales well across text, vision, biology, and more.


       “universality” comes with trade-offs:

1. Everything must be tokenized — the world reduced to discrete symbols.

2. Models reason over static snapshots, not continuous change.

3. Learning remains passive and data-hungry.

Humans learn differently: 
through perception, interaction, and prediction;

➝ processing continuous sensory streams and  
    simulating how the world evolves!
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Ultimately, to model complexity of the world, we need 
to scale multimodality and incorporate dynamics.

Token universality built general representation, 
but real understanding requires:

1. Perception: learning from continuous sensory streams, 

not discrete tokens.

2. Prediction: modeling how states evolve, not just what 

co-occurs.

3. Interaction: learning through acting and feedback, not 

passive observation.

A 4-year-old child processes 1014 
bytes through vision alone equal to 
all the text used to train GPT-4.



Charlotte BunneCS-461  ·  Foundation Models and Generative AI

Ideas for the Future?

59

Lecture 15: Outlook and Summary

The next generation of models must move from static correlation to dynamic understanding  
— from describing the world to simulating it.

Join Us!
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mechanisms

How? We don’t have those answers yet 
but we’ll explore some first steps in the lesson on world models.

Lecture 12: World Models



Charlotte BunneCS-461  ·  Foundation Models and Generative AI

The Joint Embedding Predictive Architecture

60

A counterproposal to Transformers! Architectures for world models.

Encoder Encoder
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➝ JEPA predicts a representation  
    of the future  from a representation  
    of the past .
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sx

Lecture 12: World Models
Preview!
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Papers are linked in Moodle.

Vaswani et al. "Attention Is All You Need."  
Advances in Neural Information Processing Systems 30 (2017).

https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf
https://proceedings.neurips.cc/paper_files/paper/2017/file/3f5ee243547dee91fbd053c1c4a845aa-Paper.pdf


Charlotte BunneCS-461  ·  Foundation Models and Generative AI

Week 6’s Exercise Sheet

62

Computational Cost of Multi-Head Self-Attention: 


Analyzes the parameter count and computational cost of a single multi-head self-
attention block. It shows that the block contains four times the square of the model 
dimension in learnable weights—independent of the number of heads—and that the 
forward-pass cost scales roughly with both the sequence length and model dimension, 
dominated by the projection and attention matrix multiplications.

Exercise 5 · Task 1 .
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Autoregressive MNIST with Transformers: 


Implement and train a small Decoder-only Transformer for class-conditioned MNIST 
generation by tokenizing images into 2×2 binary patches, building key Transformer 
components (MLP, attention, residual blocks), and sampling new digits from the trained 
model. 
 
➝ Jupyter notebook exercise

Code Notebook 5 · Task 1 .
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Have a great week!


